
5.2. Construction Experience and Measured Performance in

Laboratory and Test Beam . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 413

5.3. Expected Performance of Installed Detector . . . . . . . . . . . . . . . . . . . . . . . . . . . . 415

6. TRIGGER AND DATA ACQUISITION SYSTEMS . . . . . . . . . . . . . . . . . . . . . . . . 417

6.1. General Considerations . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 418

6.2. Level-1 Trigger Systems . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 419

6.3. High-Level Trigger and Data Acquisition Systems . . . . . . . . . . . . . . . . . . . . . . . 423

6.4. Trigger Performance . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 426

7. COMPUTING AND SOFTWARE . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 429

7.1. Computing Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 430

7.2. Software . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 434

7.3. Analysis Model . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 435

7.4. Current Status . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 436

8. LESSONS LEARNED FROM THE CONSTRUCTION EXPERIENCE . . . . . . . . . 436

8.1. Time Scales, Project Phases, and Schedule Delays . . . . . . . . . . . . . . . . . . . . . . . 437

8.2. Physicists and Engineers: How to Strike the Right Balance? . . . . . . . . . . . . . . . 437

8.3. International and Distributed: A Strength or a Weakness? . . . . . . . . . . . . . . . . . 438

8.4. A Well-Integrated and Strong Technical Coordination Team . . . . . . . . . . . . . . . 438

8.5. Conclusion . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . . 438

1. INTRODUCTION

1.1. The Context

The Large Hadron Collider (LHC) is the proton-proton accelerator currently under
installation in the existing LEP tunnel at CERN in Geneva, Switzerland. With
its center-of-mass energy of 14 TeV and design luminosity of 1034 cm−2 s−1, it
represents the next major step in the high-energy frontier beyond the Fermilab
Tevatron (proton-antiproton collisions at a center-of-mass energy of 2 TeV) and
the now dismantled LEP machine (electron-positron collisions at center-of-mass
energies of up to 208 GeV). The high design luminosity is required because of
the small cross sections expected for many of the benchmark processes (Higgs-
boson production and decay, new physics scenarios such as supersymmetry, extra
dimensions, etc.) used to optimize the design of the general-purpose detectors
over the past 15 years or so. To achieve this luminosity and minimize the impact
of inelastic collisions occurring simultaneously in the detectors (a phenomenon
usually known as pile-up), the LHC beam crossings are 25 ns apart in time, resulting
in 23 inelastic interactions per crossing on average at design luminosity. Two
general-purpose experiments, ATLAS (A Toroidal LHC ApparatuS) and CMS
(Compact Muon Solenoid), were proposed for operation at the LHC in 1994 (1) and
were approved for construction in 1995. The experimental challenges undertaken
by these two projects of unprecedented size and complexity in the field of high-
energy physics were described 10 years ago in Reference 2.

The prime motivation for the LHC is to elucidate the nature of electroweak sym-
metry breaking, for which the Higgs mechanism is presumably responsible. The
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experimental study of the Higgs mechanism can also shed light on the consistency
of the Standard Model at energy scales above 1 TeV. The Standard Model Higgs
boson is generally expected to have a mass below about 200 GeV (3). This expec-
tation can be relaxed if there are problems in the interpretation of the precision
electroweak data (4) or if there are additional contributions to the electroweak
observables (5). A variety of models without Higgs bosons have recently been
proposed, together with mechanisms of partial unitarity restoration in longitudinal
vector-boson scattering at the TeV scale (6). All these possibilities may appear
remote, but they are a reminder that the existence of a light Higgs boson cannot
be taken for granted.

Theories or models beyond the Standard Model invoke additional symmetries
(supersymmetry), new forces, or constituents (strongly broken electroweak sym-
metry, technicolor). In general, it is hoped that discoveries at the LHC will provide
insight into a unified theory of all fundamental interactions, for example, in the
form of supersymmetry or of extra dimensions, the latter requiring modification
of gravity at the TeV scale. There are therefore several compelling reasons for
exploring the TeV scale and the search for supersymmetry is perhaps the most at-
tractive one, particularly because preserving the natural quality of the electroweak
mass scale requires supersymmetric particles with masses below approximately
1 TeV. For the long-term future of high-energy physics, general explorations of
the parameter spaces of various supersymmetric models have recently been carried
out (7).

Over the next few years before initial results from the LHC become available,
the Tevatron and B factory experiments may provide more insight into the physics
harvest to be reaped at the LHC. The CDF and D0 experiments will certainly
provide improved measurements of the properties of the top quark and that of the
W and Z bosons and their interactions. They may also detect or exclude a light
Higgs boson and supersymmetry over parts of their accessible mass ranges (8).

1.2. The Main Initial Physics Goals of ATLAS
and CMS at the LHC

There have been many studies of the LHC discovery potential as a function of the
integrated luminosity, and some recent ones (9, 10) have focused on the first few
years, over which an accumulation of approximately 10 fb−1 of integrated lumi-
nosity by each experiment is expected. With some optimism that the performance
of the ATLAS and CMS detectors will be understood rapidly and will be close to
expectations, a Standard Model Higgs boson could be discovered at the LHC with
a significance above 5σ over the full mass range of interest and for an integrated
luminosity of only 5 fb−1, as shown in Figure 1. This discovery potential should,
however, be taken with a grain of salt, as the evidence for a light Higgs boson of
mass in the 110–130 GeV range would not only have to be combined over both ex-
periments but also over several channels with very different final states (H → γ γ

decays in association with various jet topologies, ttH production with H → bb
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TABLE 1 For a variety of physics processes expected to be the most abundantly

produced at the LHC, expected numbers of events recorded by ATLAS and CMS for

an integrated luminosity of 1 fb−1 per experiment

Physics process Number of events per 1 fb−1

QCD jets with ET > 150 GeV 106 (for 10% of trigger bandwidth)

W → μν 7.0 × 106

Z → μμ 1.1 × 106

t t → e/μ + X 1.6 × 105

Gluino-gluino production (of mass

approximately 1 TeV)

102 to 103

decay, and qq H production with H → ττ decay). Achieving the required sensi-
tivity in each of these channels requires an excellent understanding of the detailed
performance of most elements of these complex detectors and therefore requires
sufficient experimental data and time.

The discovery potential for supersymmetry, e.g., in a minimal supergravity-
inspired supersymmetric Standard Model (mSUGRA), is substantial in the first
months of data taking because only 100 pb−1 of integrated luminosity is sufficient
to discover squarks or gluinos with masses below about 1.3 TeV (1, 9, 11), a large
increase in sensitivity with respect to that expected ultimately at the Tevatron. This
sensitivity would increase to 1.7 TeV for an integrated luminosity of 1 fb−1 and to
about 2.2 TeV for 10 fb−1, as shown in Figure 2.

The few examples above illustrate the wide range of physics made available by
the sevenfold increase in energy from the Tevatron to the LHC. Needless to say, all
Standard Model processes of interest—QCD jets, vector bosons, and especially top
quarks—will be produced in unprecedented abundance at the LHC, as illustrated
in Table 1, and will therefore be studied with high precision by ATLAS and CMS.

1.3. A Snapshot of the Current Status of the ATLAS
and CMS Experiments

At the time of this writing, the construction of the detectors’ major components
is either complete or nearing completion, and the installation and commissioning
phase has already begun in earnest for most of the detector systems. ATLAS is
being installed and commissioned directly in its underground cavern (Figure 3). In
contrast, CMS is modular enough that it can be assembled above ground (Figure
4). The commissioning of the experiments is already yielding first results with
cosmic rays in some detectors, and these activities will expand rapidly over the
coming months.

In parallel with the rapidly evolving integration, installation, and commission-
ing effort at the experimental sites, the collaborations have also been reorganizing
themselves to evolve as smoothly and efficiently as possible from a distributed
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construction project with a strong technical coordination team to a running exper-
iment with its emphasis shifted to monitoring the detector and trigger operation,
understanding the detector performance in the real LHC environment, and produc-
ing the first physics results. A small but significant part of the human and financial
resources are already focusing on the necessary upgrades to the detectors required
by the LHC luminosity upgrade program. Because of the unprecedented amount
of data to be collected and the sheer size of the collaborations, these goals can be
achieved only through the use of vast computing resources, distributed across the
world for the various stages of data processing, and through extensive, realistic
tests of the offline software when confronted with simulated or real experimen-
tal data resembling as closely as possible that expected from the actual detector
operation.

Both ATLAS and CMS have been running rather large-scale test-beam facilities
at the CERN accelerators, of which two examples are shown below:

1. In the fall of 2004, ATLAS operated a combined test-beam setup repre-
senting a small fraction of the real detector in a geometry close to that of
the experiment, and used trigger, data acquisition, and offline reconstruction
and analysis tools based on those under development for the real experiment.
This setup comprised construction modules from all the detectors now being
installed in the ATLAS experimental cavern.

A total of 4.6 TBytes of data, corresponding to almost 100 million events,
were collected with single particles (electrons, muons, and pions) of ener-
gies from 2 GeV to 350 GeV. Both the operation of the setup and the recent
offline analysis work on this considerable wealth of experimental data have
taught the collaboration invaluable lessons in areas such as overall detector
monitoring, calibration and alignment, combined reconstruction algorithms,
database management, and software integration, all of which had not yet
been covered thoroughly by the various software data challenges and de-
tector performance evaluation efforts. Currently, there is considerable effort
to extract a detailed understanding of some of the more complex combined
performance issues, such as energy/momentum (E/p) calibration for elec-
trons, reconstruction of photon conversions, hadronic end-cap and forward
calorimeter resolution and linearity across boundaries between different de-
tectors, E/p calibration for charged hadrons as a possible means to transport
the test-beam calibration for hadrons to the experiment, and, finally, com-
bined fitting of high-energy muons using the information from the tracker,
the calorimetry, and the muon spectrometer.

2. In 2004 CMS met a critical milestone with the first operation in test beam
of a complete barrel crystal supermodule with its final front-end electronics.
During 2006, the last year of test beam before the LHC is turned on, the plan
is to test and calibrate several other supermodules before they are installed
into CMS and also to perform a combined test of the electromagnetic (EM)
and hadronic calorimetry.
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The other rapidly expanding area of activity is related to the offline software/
computing and its large-scale operation as required for the LHC experiments: The
entire world of high-energy physics is gearing up for the so-called GRID comput-
ing, and several generations of so-called data challenges of various types (based
gradually on larger and larger amounts of simulated experimental data resembling
more and more that expected from the real detector) have taken place over the past
few years to validate and stress test the burgeoning hardware infrastructure, GRID
middleware, and experiment-specific simulation, reconstruction, and analysis ap-
plications. Most participating funding agencies have planned large investments to
help the community reap the rewards from the exciting data to be collected over
the coming years, and CERN, with its LHC Computing GRID project, is taking
a key role in coordinating the various developments. These investments will also
serve many other scientific communities outside particle physics, and we refer the
interested reader to other articles for more information on the computing GRID.

This review has been structured in the following way: Section 2 presents an
overview of both projects in terms of their main design characteristics and briefly
describes the magnet systems. The next three sections, Sections 3, 4, and 5, describe
in more detail the main features and challenges related to the inner tracking systems,
to the calorimetry, and to the muon spectrometers, respectively. The subsequent two
sections, Sections 6 and 7, discuss in broad terms the various aspects of the trigger
and data acquisition systems and the computing and software, respectively. Finally,
Section 8 discusses the lessons learned during the design and construction years.

2. OVERALL DETECTOR CONCEPT
AND MAGNET SYSTEMS

This section presents an overview of the main physics arguments and the resulting
conceptual design of the ATLAS and CMS detectors, and describes the magnet
systems that have driven many of the detailed design aspects of the experiments.

2.1. Overall Detector Concept

Figures 5 and 6 show the overall layouts of the ATLAS and CMS detectors, respec-
tively, and Table 2 lists the main parameters of each experiment. Both experiments
are designed somewhat as cylindrical onions consisting of

1. an innermost layer devoted to the inner trackers, bathed in a solenoidal
magnetic field and measuring the directions and momenta of all possible
charged particles emerging from the interaction vertex;

2. an intermediate layer of EM and hadronic calorimeters absorbing and mea-
suring the energies of electrons, photons, and hadrons; and

3. an outer layer dedicated to the measurement of the directions and momenta
of high-energy muons escaping from the calorimeters.
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TABLE 2 Main design parameters of the ATLAS and CMS detectors

Parameter ATLAS CMS

Total weight (tons) 7000 12,500

Overall diameter (m) 22 15

Overall length (m) 46 20

Magnetic field for tracking (T) 2 4

Solid angle for precision measurements (�φ × �η) 2π × 5.0 2π × 5.0

Solid angle for energy measurements (�φ × �η) 2π × 9.6 2π × 9.6

Total cost (million Swiss francs) 550 550

To complete the coverage of the central part of the experiments (often termed
barrel), so-called end-cap detectors (calorimetry and muon spectrometers) are
added on to each side of the barrel cylinders.

The sizes of ATLAS and CMS are determined mainly by the fact that they
are designed to identify most of the very energetic particles emerging from the
proton-proton collisions, and to measure as efficiently and precisely as feasible
their trajectories and momenta. The interesting particles are produced over a wide
range of energies (from a few hundred MeV to a few TeV) and over the full solid
angle. They therefore need to be detected down to small polar angles (θ ) with
respect to the incoming beams (a fraction of a degree corresponding to pseudora-
pidities η up to 5, where η = − log[tan(θ/2)]). Most of the energy of the colliding
protons is, however, dissipated in shielding and collimators close to the focusing
quadrupoles (on each side of the experimental caverns that house the experiments):
The overall radiation levels will therefore be very high; many components in the
detectors will become activated and will require special handling during mainte-
nance, particularly near the beams.

For all the above reasons, both experiments have been designed following simi-
lar guiding principles. No particle of interest should escape unseen (except neutri-
nos, which will therefore be identified because their presence causes an imbalance
in the energy-momentum conservation laws governing the interactions measured
in the experiments). The consequences of this simple statement are profound and
far reaching when one goes beyond simple sketches and simulations to the details
of the real experiment.

The successful operation of detectors able to measure the energies of parti-
cles with polar angles as small as one degree with respect to the incoming beams
has required quite some inventiveness in material technology and a lot of de-
tailed validation work to qualify the so-called forward calorimeters in terms of
the large radiation doses and particle densities encountered so close to the beams.
Similar issues have been addressed early on for the trackers, the main concerns
being damage to semiconductors (sensors and integrated circuits) and aging of
gaseous detectors. Even the muon detectors, to the initial surprise of the community,
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were confronted with irradiation and high-occupancy issues from neutron-induced
cavern backgrounds pervading the whole experimental area.

Avoiding any cracks in the acceptance of the experiment (especially cracks
pointing back to the interaction region) has been a challenge of its own in terms
of minimizing the thickness of the liquid argon (LAr) cryostats in ATLAS and
properly routing the large number of cables required to operate the ATLAS and
CMS inner trackers.

Also, if no particle can escape from the large volumes occupied by the exper-
iments, then it becomes hard for human beings to enter for rapid maintenance
and repair. The access and maintenance scenarios for both experiments are quite
complex, and any major operation will be feasible only during long shutdowns of
the accelerators. The detector design criteria, in terms of robustness and reliability
of all components, are therefore close to those required for space applications.

The high particle fluxes and harsh radiation conditions that prevail in the exper-
imental areas have forced the collaborations to foresee redundancy and robustness
for the most critical measurements. CMS has chosen the highest possible mag-
netic field (4 T) combined with an inner tracker consisting solely of silicon pixel
detectors (nearest to the interaction vertex) and silicon microstrip detectors, which
provide high granularity at all radii. The occupancy of these detectors is below
2–3% even at the LHC design luminosity, and the impact of pile-up is therefore
minimal.

ATLAS has invested a large fraction of its resources into three superconducting
toroid magnets and into a set of precise muon chambers, monitored constantly
with optical alignment devices, to accurately measure the muon momenta over the
widest possible coverage (|η| < 2.7) and momentum range (4 GeV to several TeV).
This system provides a stand-alone muon momentum measurement of sufficient
quality for all benchmark physics processes up to the highest luminosities envis-
aged for the LHC operation. Both experiments rely on a versatile and multilevel
trigger system to make sure the events of interest can be selected in real time at
the highest possible efficiency.

Efficient identification in addition to excellent purity of the fundamental objects
arising from the hard-scattering processes of interest are as important as the accu-
racy with which their four-momenta can be determined. Electrons and muons (and
to a lesser extent photons and τ leptons with their decay products) provide excellent
tools with which to identify rare physics processes above the huge backgrounds
from hadronic jets. The requirements at the LHC are more difficult to meet than
those at the Fermilab Tevatron. For example, at a transverse momentum of 40 GeV,
the electron to jet production ratio decreases from almost 10−3 at the Tevatron to a
few 10−5 at the LHC because of the much larger increase of the production cross
section for QCD hadronic jets than for W and Z bosons.

Owing to size, cost, and radiation hardness, both experiments have limited the
coverage of their lepton identification and measurements to the approximate pseu-
dorapidity range |η| < 2.5 (or a polar angle of 9.4◦ with respect to the beams). The
implementation of these requirements has also had a very significant impact on
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the design and technology choices of both experiments. The length of the ATLAS
and CMS superconducting solenoids has been driven largely by the choices made
for the lepton coverage. ATLAS has chosen a variety of techniques to identify
electrons, based first and foremost on the EM calorimeter (ECAL) with its fine
segmentation along both the lateral and longitudinal directions of shower develop-
ment, then on energy-momentum matching between the calorimeter energy mea-
surement and the inner tracker momentum measurement. The energy-momentum
matching has been enhanced significantly over most of the solid angle by the tran-
sition radiation tracker’s (TRT) ability to separate electrons from charged pions.
In contrast, CMS relies on the fine lateral granularity of its crystal calorimeter and
on the energy-momentum matching with the inner tracker.

CMS has privileged the accuracy of the electron energy measurement with
respect to the identification power with their choice of crystal calorimetry. The
intrinsic resolution of the CMS ECAL is superb, with a stochastic term of 3–
5.5% (see Section 4.3.1 for quantitative plots illustrating the performance), and
the electron identification capabilities are sufficient to extract the most difficult
benchmark processes from the background even at the LHC design luminosity.

The overall trigger system of the experiments must provide a total event re-
duction of approximately 107 at the LHC design luminosity because the number
of inelastic proton-proton collisions will occur at a rate of about 109 Hz, whereas
the storage capabilities will correspond to approximately 100 Hz for an average
event size of 1–2 MBytes. Even today’s state-of-the art technology is, however,
far from approaching the performance required for taking a trigger decision in the
short amount of time between successive bunch crossings (25 ns).

The first level of trigger (or Lvl-1 trigger) in the ATLAS and CMS experiments is
based on custom-built hardware that extracts the necessary information as quickly
as possible from the calorimeters and muon spectrometer and provides a decision
in 2.5 to 3 μs, during which most of the time is spent in signal transmission from the
detector (to make the trigger decision) and to the detector (to propagate this decision
back to the front-end electronics). This reduces the event rate to approximately
100 kHz, with a high efficiency for most events of interest for physics analysis.
During this long (for relativistic particles) time, the hundreds of thousands of very
sensitive and sophisticated radiation-hard electronics chips situated throughout
the detectors have to store the successive waves of data produced every 25 ns
in pipelines and keep track of the time stamps of all the data so that the correct
information can be retrieved when the decision from the Lvl-1 trigger is received.
The synchronization of a vast number of front-end electronics channels over large
volumes has been a major challenge for the design of the overall trigger and timing
control of the experiments.

Some of the aspects above are illustrated in Figure 7, which shows a schematic
event display in the transverse plane of a benchmark signature for Higgs-boson
decays containing two electrons and two muons from the Higgs-boson decay, and
a high-pT jet produced in association with the Higgs boson. Such events clearly
require the full performance of the experiment to identify and measure the leptons
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TABLE 3 Main parameters of the CMS and ATLAS magnet systems

CMS ATLAS

Parameter Solenoid Solenoid
Barrel
toroid

End-cap
toroids

Inner diameter 5.9 m 2.4 m 9.4 m 1.7 m

Outer diameter 6.5 m 2.6 m 20.1 m 10.7 m

Axial length 12.9 m 5.3 m 25.3 m 5.0 m

Number of coils 1 1 8 8

Number of turns per coil 2168 1173 120 116

Conductor size (mm2) 64 × 22 30 × 4.25 57 × 12 41 × 12

Bending power 4 T · m 2 T · m 3 T · m 6 T · m

Current 19.5 kA 7.7 kA 20.5 kA 20.0 kA

Stored energy 2700 MJ 38 MJ 1080 MJ 206 MJ

from the Higgs-boson decay and to measure the Higgs-boson production properties
through those of the jets produced in association.

2.2. Magnet Systems

The magnet systems of the ATLAS and CMS experiments (12) were at the heart
of the conceptual design of the detectors, and they have driven many of the funda-
mental geometrical parameters and broad technology choices for the components
of the detectors. The large bending power required to measure muons of 1 TeV
momentum with a precision of 10% has led both collaborations to choose su-
perconducting technology for their magnets to limit the size of the experimental
caverns and the overall costs. The choice of magnet system for CMS was based on
the elegant idea of fulfilling, with one magnet, a high magnetic field in the tracker
volume for all precision momentum measurements, including muons, and a high
enough return flux in the iron outside the magnet to provide a muon trigger and a
second muon momentum measurement for the experiment. This is achieved with
a single solenoid of a radius large enough to contain most of the CMS calorimeter
system. By contrast, the choice of magnet system for ATLAS was driven by the
requirement to achieve a high-precision stand-alone momentum measurement of
muons over as large an acceptance in momentum and η-coverage as possible. This
is achieved using an arrangement of a small-radius thin-walled solenoid integrated
into the cryostat of the barrel ECAL, surrounded by a system of three large air-
core toroids, situated outside the ATLAS calorimeter systems, and generating the
magnetic field for the muon spectrometer. The main parameters of these magnet
systems are listed in Table 3.

In CMS, the length of the solenoid was driven by the need to achieve excellent
momentum resolution over the required η-coverage, and its diameter was chosen
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such that most of the calorimetry is contained inside the coil. In ATLAS, the
position of the solenoid in front of the barrel ECAL has demanded a careful
optimization of the material to minimize its impact on the calorimeter performance,
and its length was defined by the design of the overall calorimeter and inner tracker
systems, leading to significant nonuniformity of the field at the end of the tracker
volume.

The main advantages and drawbacks of the chosen magnet systems can be
summarized as follows, considering successively the inner tracker, calorimeter,
and muon system performances:

1. The higher field strength and uniformity of the CMS solenoid provide better
momentum resolution and better uniformity over the full η-coverage for the
inner tracker (see Section 3).

2. The position of the ATLAS solenoid just in front of the barrel ECAL lim-
its to some extent the energy resolution in the region 1.2 < |η| < 1.5 (see
Section 4).

3. The position of the CMS solenoid outside the calorimeter limits the number
of interaction lengths available to absorb hadronic showers in the region
|η| < 1 (see Section 4).

4. The muon spectrometer system in ATLAS provides an independent and
high-accuracy measurement of muons over the full η-coverage required by
the physics. This requires, however, an alignment system with specifications
an order of magnitude more stringent (few tens of micrometers) than those
of the CMS muon spectrometer (see Section 5). In addition, the magnetic
field in the ATLAS muon spectrometer must be known to an accuracy of
a few tens of Gauss over a volume of nearly 20,000 m3. The software
implications of these requirements are nontrivial (size of map in memory,
access time).

5. The muon spectrometer system in CMS has limited stand-alone measure-
ment capabilities, and this affects the triggering capabilities for the lumi-
nosities envisaged for the LHC upgrade.

In terms of construction, the magnet systems are each a major project in its own
right, with direct and strong involvement from the technical coordination team
(13), major national laboratories, and funding agencies. A detailed account of the
construction of these magnets is beyond the scope of this review, and this section
can be completed with a brief summary of the current status The CMS solenoid has
been assembled and cooled recently (February 2006) and will be turned on for the
first time during summer 2006. The ATLAS solenoid was delivered a number of
years ago and was integrated fully into the barrel LAr calorimeter cryostat and com-
missioned on the surface in summer 2004. The barrel calorimeter with the solenoid
inside has since been installed in its final position in the ATLAS pit. The system is
now being cooled again and the field will be mapped in summer 2006. The ATLAS
barrel toroid coils have all been fully commissioned individually on the surface,
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and the mechanical installation in the ATLAS pit was completed in fall 2005. The
barrel toroid as a whole will be commissioned in summer 2006. The ATLAS end-
cap toroids are in their final assembly stages on the surface and will be lowered
into the ATLAS pit toward the end of 2006 before being commissioned in situ.

3. INNER TRACKING SYSTEMS

The ATLAS and CMS inner tracking systems (15) are designed to measure as pre-
cisely and efficiently as possible all the charged particles emerging from
the primary interaction with a transverse momentum above ≈1 GeV and over the
pseudorapidity range |η| < 2.5. The design and construction of systems, capable of
meeting the physics requirements and of providing stable and robust operation over
many years, have been perhaps the most formidable challenge faced by both ex-
periments because of the harsh radiation conditions near the interaction point and
because of the conflict in terms of material budget, i.e., total amount of material in-
troduced, between the physics requirements and the design constraints. The latter
arises mostly from the on-detector high-speed front-end electronics, which require
a lot of power to be fed into a limited volume and therefore a large amount of heat
to be removed from a set of local heat sources distributed across the whole tracker.

This section describes both trackers and their main properties, discusses a few
salient aspects from the construction experience and from the measured perfor-
mance in laboratory and test beam of production modules in the various technolo-
gies, and, finally, shows a few examples of the overall performance expected in
the actual configuration of the experiment.

3.1. General Considerations

The tracking systems are located in a fairly uniform solenoidal field of 2 T for
ATLAS and a very uniform solenoidal field of 4 T for CMS. The requirements
from the physics on the tracker performance can be summarized as follows:

1. Robust and redundant pattern recognition, providing efficient and precise
measurements of the trajectories of all charged particles with transverse
momentum above 1 GeV within the geometrical acceptance.

2. High-level triggering capabilities for electrons, muons, τ leptons, and b
jets.

3. Precise measurements of secondary vertices and of impact parameters for
efficient identification of heavy flavors (b jets and exclusive B-hadron de-
cays in particular).

4. Identification of electrons through matching of tracks to clusters in the
ECAL, matching of reconstructed track momentum to reconstructed energy
in the ECAL, and the use of specific technologies (transition radiation in
the ATLAS TRT).
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5. Identification and measurements of hadronic decays of τ leptons in both
one-prong and three-prong decay topologies.

To achieve these goals, ATLAS and CMS have designed tracker systems, which
provide the same geometrical coverage (over |η| < 2.4–2.5) and are similar near the
interaction vertex, but differ considerably in regards to the technological choices
each made at larger radii. Both experiments are near completing perhaps the most
challenging part of each project, namely, the pixel detectors, which surround the
interaction point with a set of three measurements per primary track at small radii
(see Section 3.2.3). The pixel sizes chosen are quite different: 50 μm × 400 μm
for ATLAS and 100 μm × 150 μm for CMS in Rφ × z.

At intermediate radii, both trackers contain a set of thin (≈300 μm) and fine-
pitch (80 to 120 μm) silicon-strip detectors that provide measurements in both the
bending plane and along the z-axis through stereo layers. For ATLAS, it is the
Semiconductor Tracker (SCT), providing at least eight measurements per track at
radii between 30 and 60 cm, and for CMS, they are the Tracker Inner Barrel (TIB),
the Tracker Inner Disks (TID), and the first rings of the Tracker End Cap (TEC),
providing at least six measurements per track at radii between 20 and 55 cm.

At the outermost radii, CMS has extended the silicon-strip technology to the
Tracker Outer Barrel (TOB) and TEC detectors, which provide at least eight ad-
ditional measurements per track at radii between 55 and 107 cm using thicker
(≈500 μm) and coarser-pitch (120 to 180 μm) detectors to cover this large vol-
ume. The whole CMS tracker is housed within a temperature-controlled outer
support tube and operates at approximately −10◦C (on sensor) to limit the impact
of radiation damage to the silicon sensors. In contrast, only the inner part of the
ATLAS tracker is insulated thermally and operates at similar temperatures (ap-
proximately −7◦C). At radii between 56 and 107 cm in ATLAS, the TRT consists
of a set of 4 mm in diameter straw-tube detectors operating at room temperature,
with a Xe-CO2-O2 (70/27/3%) gas mixture. The TRT provides, on average, 35
measurements per track in the bending plane, with drift-time information for mo-
mentum measurements and pattern recognition. The TRT also provides electron
identification through its sensitivity to X rays produced by transition radiation
from highly relativistic particles traversing the multiple interfaces in fiber or foil
radiators embedded between the straws. Owing to financial limitations, the fiducial
coverage of the ATLAS TRT is limited to |η| < 2.

Because of the choices described above and the more general magnetic field
configurations (see Section 2.2), the performances of the trackers are significantly
different in various areas, and this may impact some of the complex physics sig-
natures relying on the best possible performance of these systems. Table 4 lists the
main parameters of the two trackers.

The ATLAS and CMS radial dimensions are very similar. Whereas this is
probably a coincidence for the outermost measurement at this level of accuracy,
it is certainly not so for the innermost measurement for which the radial position
is determined essentially by the outer diameter of the beam pipe. The latter is
manufactured using expensive and delicate beryllium material over most of the
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TABLE 4 Main parameters of the ATLAS and CMS tracking systems (see Table 6 for

details of the pixel systems)

Parameter ATLAS CMS

Dimensions (cm)

-radius of outermost measurement 101–107 107–110

-radius of innermost measurement 5.0 4.4

-total active length 560 540

Magnetic field B (T) 2 4

BR2 (T · m2) 2.0 to 2.3 4.6 to 4.8

Total power on detector (kW) 70 60

Total weight in tracker volume (kg) ≈4500 ≈3700

Total material (X/X0)

-at η ≈ 0 (minimum material) 0.3 0.4

-at η ≈ 1.7 (maximum material) 1.2 1.5

-at η ≈ 2.5 (edge of acceptance) 0.5 0.8

Total material (λ/λ0 at max) 0.35 0.42

Silicon microstrip detectors

-number of hits per track 8 14

-radius of innermost meas. (cm) 30 20

-total active area of silicon (m2) 60 200

-wafer thickness (microns) 280 320/500

-total number of channels 6.2 × 106 9.6 × 106

-cell size (μm in Rφ × cm in z/R) 80 × 12 80/120 × 10

-cell size (μm in Rφ × cm in z/R) and 120/180 × 25

Straw drift tubes (ATLAS only)

-number of hits per track (|η|< 1.8) 35

-total number of channels 350,000

-cell size (mm in Rφ × cm in z) 4 × 70 (barrel)

4 × 40 (end caps)

tracker-volume length for both experiments. The lengths of the tracker volumes are
somewhat different, a result of the initial and very important optimization of the
overall geometrical parameters of the two experiments. Whereas the CMS tracker
has a half-length of 270 cm, well below the 6.5 m half-length of its solenoid,
the ATLAS tracker has a half-length of 280 cm, slightly longer than that of its
solenoid, resulting in significant field nonuniformities and momentum-resolution
degradation at each end.

The total power required to operate the tracker front-end electronics ranges
from 70 kW for ATLAS to 60 kW for CMS. Bringing this amount of power to
the detector requires large amounts of copper; the resulting heat load is distributed
uniformly across the entire active volume of the trackers and has to be removed
using innovative techniques (fluor-inert liquids to mitigate the risks from possible
leaks, thin-walled pipes made from light metals, evaporative techniques for optimal
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heat removal in the case of the silicon-strip and pixel detectors of ATLAS). The
detectors also create considerable heat: the ATLAS silicon-strip modules will
each dissipate approximately 1 W from sensor leakage currents at the end of
their lifetime, and the highest-occupancy TRT straws each dissipate approximately
10 mW at the LHC design luminosity.

For the above reasons, it has been known since the early 1990s in the LHC
community that the material budget of the tracker systems as built would pose
serious problems in terms of their own performance (see Section 3.3), and even
more so in terms of the intrinsic performance of the ECAL and of the overall
performance for electron/photon measurements (see Section 4.3). This can be
seen from the estimated weights and material budgets expressed in radiation and
interaction lengths in Table 4. Despite the community’s best efforts, the material
budget for the trackers has risen steadily over the years and in the worst regions has
reached values above one radiation length (X0) and near 0.4 interaction lengths (λ)
(see Section 3.2.1 for more details and plots). The approximate total engineering
weights for each tracker are also shown and should be taken as indicative within
±10% at this current stage of integration of the detectors with their services and
support mechanics.

3.2. Construction Experience and Measured Performance

3.2.1. GENERAL ASPECTS The ATLAS and CMS tracker systems have evolved the
most since the submission of the Technical Proposals in 1994 and even since the
corresponding Technical Design Reports in 1997. Their evolution was dictated
by many factors, some of which have been alluded to in Section 3.1 (see also
Section 8), and some of which are related to the specific design challenges posed.

The rapid development of radiation-hard silicon sensors and of their front-end
electronics led many physicists and engineers in the community to focus for a long
time on the single module scale and, as a consequence, to perhaps address some
of the systems issues, especially for the electronics aspects, too late.

The legitimate concerns throughout the collaborations about the material budget
of the tracker systems resulted in huge pressures on the engineering design effort
in terms of minimizing materials at an early stage. This effort has been largely
successful in terms of mechanics, as can be seen from the very light and state-of-
the-art structures supporting and holding the detector components in the tracker
systems. The already considerable experience from the space industry across the
world was invaluable, including in terms of thermal behavior and resistance to
radiation and to moisture absorption.

The tracker systems, once completed as operational devices, are the sum of a
large number of diverse and tiny components. Many of these components were not
built into the design from the beginning and only general assumptions based on past
experience were made concerning their manufacture. Several of these assumptions
turned out to be incorrect, for example, the use of silver in the electrical connections
and cables has had to be minimized because of activation issues. The pressure
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on the material budget led to risky technical solutions for cooling and power,
involving hard-to-validate thin-walled aluminum, copper/nickel, or titanium pipes
and polyimide/aluminum tapes rather than the less risky but heavier stainless steel
pipes and polyimide/copper tapes.

Many of the systems’ aspects were discovered as the detailed design progressed,
rather than foreseen early on, and this has led to difficult retrofitting exercises
and sometimes to technical solutions more complex and risky than those that
would be devised from a clean slate today. Some substrates for the electronics of
the silicon modules barely existed in terms of conceptual design when the front-
end electronics chip was ready for production. This is one example of a specific
and critical component that was not always incorporated into the detailed design
of the system from the beginning.

Another more general example stems from the engineering choices made for
the implementation of the on-detector and off-detector cooling systems: There are
about as many on-detector cooling schemes and pipe material choices as there are
detector components (three in ATLAS and four in CMS). The cooling systems
are all operating under severe on-detector space limitations and at high pressure
(from three to six bars). These systems range from room-temperature monophase
C6F14 for the ATLAS TRT to cold monophase C6F14 for the CMS tracker and
to cold evaporative C3F8 for the ATLAS SCT and pixels. Although one fervently
hopes that all these schemes will operate successfully once commissioned in situ, it
is fair to say a posteriori that this is one area where a stronger and more centralized
engineering effort would have probably produced a more uniform and less risky
set of solutions.

Table 5 shows how optimistic the estimates of the material budget of the ATLAS
and CMS trackers were at the time of the Technical Proposals in 1994 and how
they have evolved since then to the values quoted in early 2006, a time when most
of the tracker components have been manufactured, much of the integration work

TABLE 5 Evolution of the amount of material expected in the ATLAS and CMS trackers

from 1994 to 2006

ATLAS CMS

Date η ≈ 0 η ≈ 1.7 η ≈ 0 η ≈ 1.7

1994 (Technical Proposals) 0.20 0.70 0.15 0.60

1997 (Technical Design Reports) 0.25 1.50 0.25 0.85

2006 (End of construction) 0.35 1.35 0.35 1.50

The numbers are given in fractions of radiation lengths (X/X0). Note that for ATLAS, the reduction in material from 1997

to 2006 at η ≈ 1.7 is due to the rerouting of pixel services from an integrated barrel tracker layout with pixel services

along the barrel LAr cryostat, to an independent pixel layout with pixel services routed at much lower radius and entering

a patch panel outside the acceptance of the tracker (this material appears now at η ≈ 3). Note also that the numbers for

CMS represent almost all the material seen by particles before entering the active part of the crystal calorimeter, whereas

they do not for ATLAS, in which particles see in addition the barrel LAr cryostat and the solenoid coil (amounting to

approximately 2 X0 at η = 0), or the end-cap LAr cryostat at the larger rapidities.
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of the large objects is in progress, and the installation is planned for six months to
one year from now. These values are not yet final, although most of the remaining
uncertainties are small and related to the exact routing details of the various services
and of patch panels for cable and pipe connections. These are situated within the
tracker volume, but not always in the fiducial region where the detectors expect to
perform precision tracking and EM calorimetry measurements (for example, the
patch panels for the ATLAS pixel detector and for the CMS TEC are outside this
fiducial region). The material budget for the trackers has risen steadily over the
years, and the only significant decrease (from 1997 to now in the case of ATLAS)
was due to the rerouting of the pixel services from a large radius along the LAr
barrel cryostat to a much smaller radius along the pixel support tube in the ATLAS
tracker design, a significant change that occurred in 1999.

Figure 8 shows how this material budget is distributed for both trackers as
a function of pseudorapidity and, as an illustration, how it can be broken down
into the various radially distributed subdetector components for ATLAS and into
the various functional parts for CMS. The material closest to the beam (pixel
detectors) is clearly the most critical for the performance of the tracker and of the
EM calorimetry: This amounts to between 10% and 50% fractional radiation length
X/X0, as can be seen from the distribution for the ATLAS tracker. The breakdown
of the material budget for the CMS tracker illustrates that a large contribution to the
material budget arises indeed from cooling and from cables in areas where these
services accumulate and are routed radially outward, toward the cracks in the EM
calorimetry foreseen for their passage. It is therefore not surprising that until all
the details of the granularity, technical components, routing, fixation schemes, etc.
were known and incorporated into assembly drawings and detailed spreadsheets,
the material budgets announced for these trackers of unprecedented scope and
complexity were largely underestimated.

3.2.2. SILICON-STRIP AND STRAW-TUBE TRACKERS The construction of detector
modules has been complete for some time for the ATLAS SCT and TRT detectors,
will soon be completed for the CMS silicon modules and for the ATLAS pixel
modules, and has started for the CMS pixel modules (see Section 3.2.3 for more
details on the pixel detectors). The difficult task of integrating the various detectors
has begun in earnest for most macroassemblies and has been completed recently
(February 2006) for the ATLAS barrel tracker. The ATLAS barrel SCT contains
a total of 2112 modules, corresponding to 3.2 million channels, of which 99.7%
have been measured to be fully operational in terms of electrical and thermal per-
formance after assembly and integration onto their support cylinder. The ATLAS
barrel TRT has been undergoing systematic tests and short cosmic ray data-taking
runs since summer 2005, and nearly 98.5% of its approximately 100,000 chan-
nels fully meet the operational specifications in terms of noise-counting rate, basic
efficiency, and high-voltage behavior.

The ATLAS tracker will be installed in four successive stages, from summer
2006 (barrel tracker) to the end of 2006 (end-cap trackers) and to May 2007
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(pixels); the CMS tracker will be installed in two stages, the first at the beginning
of 2007 (silicon tracker) and the second in early 2008 (pixels). It is impossible to
properly credit all the work performed over the past 15 years to validate the design
choices involving each delicate component composing these tracking detectors.
Only a few of the most prominent examples can be quoted here.

All the front-end electronic designs had to be submitted to stringent specifi-
cations in terms of survival against high ionization doses and neutron fluences
and in terms of robustness against single-event upsets. The performance of fully
irradiated and operational modules equipped with the latest iteration in the design
had to be measured and characterized repeatedly in laboratory tests and in particle
beams of various types and intensities (16). Some examples of such measurements
are given in Section 3.3.

Each component in contact with the active gas of the ATLAS TRT straws had
to be validated in a well-controlled setup over hundreds of hours of accelerated
aging tests using the gas mixture chosen for operation in the experiment. This was
necessary because impurities of only a few parts per billion, picked up somewhere
in the system, could be deposited on the wires and could thereby destroy the gas
gain in an irreparable way (17). One critical component in the barrel TRT modules,
a glass bead serving as wire joint to separate the two halves of each wire, actually
failed the aging tests with the originally chosen gas mixture (Xe-CO2-CF4), and
the collaboration had to eventually change the gas mixture to the current one
(Xe-CO2-O2) in which the fluorine component has been removed. This gas mixture
reduces the direct risk to the wire joints, but is somewhat less stable operationally
and does not have the same self-cleaning properties as the original.

3.2.3. PIXEL DETECTORS The ATLAS and CMS pixel detectors will be among
the last elements installed in the experiments, in great part for practical reasons
but also because these are the detectors that have undergone the most difficult
developmental path. They can perhaps be considered the most striking examples
of the marvels achieved during the long and painstaking years of research and
development: These detectors will survive over many years in the most hostile
region of the experiment and deliver some of the most important data required to
understand in detail what will be happening within a few tens of microns from the
interaction point.

Twelve years ago, at the time of the ATLAS and CMS Technical Proposals,
few physicists believed that these detectors could be built within the specifications
required in terms of radiation hardness and of readout bandwidth and speed. Today,
both collaborations have fully integrated the pixel systems, which can be inserted
and removed with minimal perturbation to the rest of the experiment, into their
installation plans as autonomous components and have also proceeded toward
replacing the innermost pixel layer after some years of data taking. This layer
will not survive over the full time span of the operation of the experiments, which
should lead to integrated luminosities of nearly 300 fb−1, corresponding to fluences
well above those quoted in Table 6, which shows the most relevant parameters
concerning the ATLAS and CMS pixel systems.
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TABLE 6 Main parameters of the ATLAS and CMS pixel systems

ATLAS CMS

Number of hits per track 3 3

Total number of channels 80 106 66 106

Pixel size (μm in Rφ × μm in z/R) 50 × 400 100 × 150

Lorentz angle (degrees), initial to end 12 to 4 26 to 8

Tilt in Rφ (degrees) 20 (only barrel) 20 (only end cap)

Total active area of silicon (m2) 1.7 (n+/n) 1.0 (n+/n)

Sensor thickness (μm) 250 285

Total number of modules 1744 (288 in disks) 1440 (672 in disks)

Barrel layer radii (cm) 5.1, 8.9, 12.3 4.4, 7.3, 10.2

Disk layer min. to max. radii (cm) 8.9 to 15.0 6.0 to 15.0

Disk positions in z (cm) 49.5, 58.0, 65.0 34.5, 46.5

Signal-to-noise ratio for minimum ionizing

particles (day 1)

120 130

Total fluence at L = 1034 (neq/cm2/year)

at radius of 4–5 cm (innermost layer)

3 × 1014 3 × 1014

Signal-to-noise ratio (after 1015 neq/cm2) 80 80

Resolution in Rφ (μm) ≈10 ≈10

Resolution in z/R (μm) ≈100 ≈20

Figure 9 shows the results of test-beam measurements of the Rφ accuracy of
production modules of the ATLAS pixel detector before and after irradiation with
a total equivalent fluence corresponding to about 1015 neutrons/cm2 (18). These
results are somewhat optimistic because they were obtained with analog readout
and at an ideal incidence angle, but they nevertheless demonstrate the extreme
robustness of the pixel modules constructed for ATLAS. Figure 10, on the other
hand, represents the expected Rφ accuracy for the CMS pixels as a function of
the angle between the track and the line normal to the plane of the sensor, of the
amount of irradiation, and of the bias voltage applied. The calculations are based
on extrapolations from test-beam measurements in a 3 T magnetic field and on
detailed simulations of the response of irradiated sensors (19).

3.3. Expected Performance of Installed Detector

Table 7 compares the main performance parameters of the ATLAS and CMS track-
ers, as obtained from extensive simulation studies performed over the years and
benchmarked using detailed test-beam measurements of production modules wher-
ever possible. The unprecedented large amount of material present in the trackers is
reflected in the overall reconstruction efficiency for charged pions of low transverse
momentum, which is only slightly above 80%, as opposed to the 97% obtained
for muons of the same transverse momentum. The electron track reconstruction
efficiency is even more affected by the tracker material, and the numbers shown
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Figure 9 Residuals from Rφ measurements of production-grade ATLAS pixel mod-

ule before irradiation (left) and after irradiation with a total equivalent fluence corre-

sponding to about 1015 neutrons/cm2 (right), as obtained from test-beam data taken

in 2004. The contribution of the track extrapolation to the width of the residuals is

approximately 5 μm.
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Figure 10 Based on CMS test-beam measurements in a 3 T magnetic field of proto-

type pixel sensors before and after irradiation, expected pixel position resolution along

the Rφ direction as a function of the angle between the track direction and the line

normal to the plane of the sensor. The resolution is calculated for a nonirradiated sensor

(solid line) and for sensors exposed to irradiation fluences of � = 6.7 × 1014 n/cm2

(dashed lines) and � = 9.7 × 1014 n/cm2 (dotted lines). For the irradiated sensors, the

calculated position resolution is also shown for different bias voltages.
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TABLE 7 Main performance characteristics of the ATLAS and CMS trackers

ATLAS CMS

Reconstruction efficiency for muons with pT = 1 GeV 96.8% 97.0%

Reconstruction efficiency for pions with pT = 1 GeV 84.0% 80.0%

Reconstruction efficiency for electrons with pT = 5 GeV 90.0% 85.0%

Momentum resolution at pT = 1 GeV and η ≈ 0 1.3% 0.7%

Momentum resolution at pT = 1 GeV and η ≈ 2.5 2.0% 2.0%

Momentum resolution at pT = 100 GeV and η ≈ 0 3.8% 1.5%

Momentum resolution at pT = 100 GeV and η ≈ 2.5 11% 7%

Transverse i.p. resolution at pT = 1 GeV and η ≈ 0 (μm) 75 90

Transverse i.p. resolution at pT = 1 GeV and η ≈ 2.5 (μm) 200 220

Transverse i.p. resolution at pT = 1000 GeV and η ≈ 0 (μm) 11 9

Transverse i.p. resolution at pT = 1000 GeV and η ≈ 2.5 (μm) 11 11

Longitudinal i.p. resolution at pT = 1 GeV and η ≈ 0 (μm) 150 125

Longitudinal i.p. resolution at pT = 1 GeV and η ≈ 2.5 (μm) 900 1060

Longitudinal i.p. resolution at pT = 1000 GeV and η ≈ 0 (μm) 90 22–42

Longitudinal i.p. resolution at pT = 1000 GeV and η ≈ 2.5 (μm) 190 70

Examples of typical reconstruction efficiencies, momentum resolutions, and transverse and longitudinal impact

parameter (i.p.) resolutions are given for various particle types, transverse momenta, and pseudorapidities.

in Table 7 for electrons of 5 GeV transverse momentum are only indicative of the
performance expected, as the efficiency obtained depends strongly on the criteria
used to define a reasonably well-measured electron track. The somewhat lower
efficiencies obtained in the case of CMS are probably due to the higher magnetic
field, which enhances effects owing to interactions in the detector material. The
combined performance of the tracker and ECAL is discussed in Section 4.3.

The higher and more uniform magnetic field and the more accurate measurement
at large radius of the CMS tracker result in a momentum resolution on single tracks,
which is better than that of ATLAS by a factor of almost three over the full kinematic
range of the fiducial acceptance of the trackers. The impact parameter resolution in
the transverse plane should be similar for both trackers at high momenta because
the smaller pixel size in ATLAS is counterbalanced by the charge-sharing between
adjacent pixels and the analog readout in the CMS pixel system. In contrast, the
smaller pixel size of the CMS tracker in the longitudinal dimension leads to a
significantly better impact parameter resolution in this direction at high momenta.

Figure 11 shows an example of the resulting performance expected for b tagging
in CMS, expressing the probability of misidentifying samples of non-b jets as b jets
for a fixed b-jet tagging efficiency of 50% as a function of the b-jet transverse energy
and pseudorapidity. For most interesting physics channels (e.g., ttH production
with H → bb decays), this performance is sufficient to bring the backgrounds of
non-b jets well below the irreducible background processes containing b jets.

In summary, the ATLAS and CMS trackers are expected to deliver the perfor-
mances expected at the time of their design, despite the harsh environment in which
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Figure 11 Illustration of the b-tagging performance expected for the CMS tracker using a

combined impact parameter and secondary vertexing algorithm. The performance is shown

for a fixed b-jet tagging efficiency of 50% as a function of the initial parton transverse

momentum for |η|< 2.4 (left) and as a function of the jet pseudorapidity η for initial parton

transverse momenta between 50 and 80 GeV (right). The vertical axis indicates the probability

for misidentifying samples of c jets (triangles), gluon jets (stars), and light-quark jets (circles)

as b jets.

they will operate for many years and the difficulty of the many technical challenges
encountered along the way. In contrast to most of the other systems in the two de-
tectors, however, they will not survive nor deliver the required performance if the
LHC luminosity is upgraded to 1035 cm−2 s−1. The ATLAS and CMS trackers
will therefore have to be replaced by detectors with finer granularity and with an
order of magnitude higher resistance to radiation to meet the challenges of the
higher luminosity. This will be the major upgrade challenge for both experiments.

4. CALORIMETER SYSTEMS

The design of the ATLAS and CMS calorimeter systems is to a large extent the end
product of approximately 25 years of high-energy colliders and general-purpose
experiments, all of which have brought major advances in the understanding of the
field. These advances range from the concept of full coverage in total transverse
energy at UA1 to that of precision hadron calorimetry at ZEUS and to that of
high granularity of the ECALs and the use of energy-flow techniques in the LEP
detectors (20).

The ATLAS and CMS calorimeter systems, as depicted in Figures 12 and 13,
will play a crucial role at the LHC for two main reasons: First, their intrinsic
resolution improves with energy, in contrast to magnetic spectrometers; second,
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they will provide the Lvl-1 trigger primitives for all the high-pT objects of interest
to the experiments except for the muons.

The integration of a hermetic and high-precision calorimeter system into the
overall design of the ATLAS and CMS detectors and of their magnet systems has
been a complex task in which compromises had to be made, as shown in the first
part of this section, which describes the basic requirements and features of the
calorimeters. As described in the second part, which highlights some aspects of
the construction of the most critical elements, namely, the ECALs, and of their
measured performance in test beam, the impact of the main design choices and
of the technology implementations on the performances of these calorimeters
has been significant. The third part of this section briefly describes the expected
performance of the calorimeters in situ; it is perhaps in the area of calorimetry that
one may, in the future, observe the largest differences in the actual performance
of the ATLAS and CMS detectors. Only real data, however, will teach us to what
extent such differences may affect the physics potential of the overall experiment.

4.1. General Considerations

4.1.1. PERFORMANCE REQUIREMENTS AND GENERAL FEATURES

4.1.1.1. Performance requirements The physics requires from the calorimeter
systems excellent energy and position resolution, in addition to powerful particle
identification for electrons and photons within the relevant geometrical acceptance
(full azimuthal coverage over |η| < 2.5) and over the relevant energy range (from a
few GeV to several TeV). The electron and photon identification requirements are
particularly demanding at the LHC, as explained in Section 2.1. These considera-
tions induce requirements of high granularity and low noise on the calorimeters.
One has to add to this the operational requirements of speed of response and resis-
tance to radiation (the ECALs of ATLAS and CMS will have to withstand neutron
fluences of 1015 n/cm2 and ionizing radiation doses of 200 kGy over 10 years of
LHC operation at design luminosity).

The physics also requires excellent jet energy resolution within the relevant
geometrical acceptance, which is similar to that foreseen for the electron and
photon measurements (see above). The quality of the jet energy resolution would
play an important role in the discovery of supersymmetric particles with cascade
decays into many hadronic jets (21).

Good jet energy measurements over the coverage required to contain the full
transverse energy produced in hard-scattering collisions at the LHC are also nec-
essary. A calorimetry coverage over |η| < 5 is necessary to unambiguously as-
cribe the observation of significant missing transverse energy to noninteracting
particles, such as neutrinos from W-boson decay or light neutralinos from super-
symmetric particle cascade decays. With adequate calorimetry coverage providing
precise measurements of the missing transverse energy, the experiments can recon-
struct invariant masses of pairs of hadronically decaying τ leptons produced, for
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example, in the decays of supersymmetric Higgs bosons. They can thus also iden-
tify forward jets produced in vector-boson fusion processes.

There should also be good separation between hadronic showers from QCD
jets and those from decays of τ leptons, and fast and efficient identification of the
processes of interest at the various trigger levels, in particular for the Lvl-1 trigger
(see Section 6).

Section 4.3 illustrates with a few key examples the expected performance of
the ATLAS and CMS calorimeter systems. There are several significant differ-
ences between the two layouts shown in Figures 12 and 13, which impact the
overall calorimeter performances and have also clearly affected the technical de-
sign and development work. First, the full EM calorimetry of CMS and most of
its hadronic calorimetry are situated inside the solenoid coil and therefore bathed
in the strong 4 T magnetic field. In contrast, the ATLAS solenoid is located just
in front of the barrel ECAL, resulting in significant energy loss by electrons and
photons in the two to four radiation lengths (increasing with |η|) of material situ-
ated in front of the active ECAL (approximately half of this material is due to the
solenoid itself). Second, the ATLAS forward calorimeters are fully integrated into
the cryostats housing the EM and hadronic end-cap calorimeters, thereby minimiz-
ing the transition crack between the end-cap and forward calorimeters, whereas the
CMS forward calorimeters are located far downstream of their hadronic end-cap
counterparts.

4.1.1.2. General features of electromagnetic calorimetry The ATLAS and CMS
ECALs (22) are each divided into a barrel part covering approximately |η| < 1.5
and two end-caps covering 1.4 < |η| < 3.2 (3.0) for ATLAS (for CMS). The main
parameters of these calorimeters are listed in Table 8. Their fiducial coverage
is without appreciable cracks, except perhaps in the transition region between
the barrel and end-cap cryostats in the case of ATLAS, where the measurement
accuracy is degraded because of large energy losses in the material in front of
the active ECAL, which reaches 6 X0. The excellent uniformity of coverage is
a direct consequence of the design of the ATLAS lead/LAr sampling calorimeter
with accordion-shaped electrodes and absorbers and is obtained by careful rotation
(by approximately 3◦ in φ and η) of the CMS PbWO4 crystals away from a purely
projective arrangement. The total thickness of the ECALs varies from a minimum
of 24 X0 (ATLAS EM barrel at η ≈ 0) to a maximum of 35 X0 (ATLAS EM
end cap at η ≈ 2.5). This depth is sufficient to contain EM showers at the highest
energies (a few TeV) and preserve the energy resolution, in particular the constant
term, which is dominant above a few hundred GeV.

As evident from Table 8, the ATLAS ECAL has been designed with both
excellent lateral and longitudinal granularity, with samplings in depths optimized
for energy loss corrections (presampler) and for shower-pointing accuracy together
with γ /π0 and electron/jet separation (strips). In contrast, the CMS EM crystal
calorimeter has no longitudinal segmentation but a fine lateral granularity over most
of the η-coverage, and much better intrinsic resolution (see Section 4.2 for more
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TABLE 8 Main parameters of the ATLAS and CMS electromagnetic calorimeters

ATLAS CMS

Technology Lead/LAr accordion PbWO4 scintillating crystals

Channels Barrel End caps Barrel End caps

110,208 63,744 61,200 14,648

Granularity �η × �φ �η × �φ

Presampler 0.025 × 0.1 0.025 × 0.1

Strips/

Si-preshower

0.003 × 0.1 0.003 × 0.1 to

0.006 × 0.1

32 × 32 Si-strips

per 4 crystals

Main sampling 0.025 × 0.025 0.025 × 0.025 0.017 × 0.017 0.018 × 0.003 to

0.088 × 0.015

Back 0.05 × 0.025 0.05 × 0.025

Depth Barrel End caps Barrel End caps

Presampler (LAr) 10 mm 2 × 2 mm

Strips/

Si-preshower

≈4.3 X0 ≈4.0 X0 3 X0

Main sampling ≈16 X0 ≈20 X0 26 X0 25 X0

Back ≈2 X0 ≈2 X0

Noise per cluster 250 MeV 250 MeV 200 MeV 600 MeV

Intrinsic

resolution

Barrel End caps Barrel End caps

Stochastic term a 10% 10 to 12% 3% 5.5%

Local constant

term b
0.2% 0.35% 0.5% 0.5%

Note the presence of the silicon preshower detector in front of the CMS end-cap crystals, which have a variable granularity

because of their fixed geometrical size of 29 × 29 mm2. The intrinsic energy resolutions are quoted as parametrizations of

the type σ (E)/E = a/
√

E ⊕ b. For the ATLAS EM barrel and end-cap calorimeters and for the CMS barrel crystals, the

numbers quoted are based on stand-alone test-beam measurements.

details on the performance obtained with production modules in recent test-beam
measurements). In the end-cap region, the CMS crystal calorimeter is preceded by
a preshower detector consisting of two layers of active silicon-strip detectors, with
a pitch of 1.9 mm, placed behind lead-absorber disks at depths of 2 X0 and 3 X0,
respectively. The intrinsic performance of both ECALs is significantly affected
by the unavoidable amount of material that had to be incorporated in the trackers
(see Figure 8), by the barrel cryostat and solenoid coil in the case of the ATLAS
ECAL, and by the silicon preshower detector in the case of the CMS EM end-cap
calorimeter (see Section 4.3 for more details).

4.1.1.3. General features of hadronic calorimetry The ATLAS and CMS hadronic
calorimeters (23) display a number of significant differences in their design pa-
rameters, as can be seen from Table 9. The strong constraints imposed by the CMS
solenoid have resulted in a barrel hadronic calorimeter (HB) with insufficient ab-
sorption (7.2λ at η = 0 for the complete calorimeter including the crystals) before
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TABLE 9 Main parameters of the ATLAS and CMS hadronic calorimeters

ATLAS CMS

Technology

Barrel/Ext. barrel 14 mm iron/3 mm scint. 50 mm brass/3.7 mm scint.

End caps 25–50 mm copper/8.5 mm LAr 78 mm brass/3.7 mm scint.

Forward Copper (front) - Tungsten

(back)/0.25–0.50 mm LAr

Steel/0.6 mm quartz

Channels

Barrel/Ext. barrel 9852 2592

End caps 5632 2592

Forward 3524 1728

Granularity (�η × �φ)

Barrel/Ext. barrel 0.1 × 0.1 to 0.2 × 0.1 0.087 × 0.087

End caps 0.1 × 0.1 to 0.2 × 0.2 0.087 × 0.087 to 0.18 × 0.175

Forward 0.2 × 0.2 0.175 × 0.175

Samplings (�η × �φ)

Barrel/Ext. barrel 3 1

End caps 4 2

Forward 3 2

Abs. lengths (min.-max.)

Barrel/Ext. barrel 9.7–13.0 7.2–11.0

10–14 (with coil/HO)

End caps 9.7–12.5 9.0–10.0

Forward 9.5–10.5 9.8

Note that the CMS barrel calorimeter (HB) is complemented by a tail catcher behind the coil (HO) to minimize problems

with longitudinal leakage of high-energy particles in jets.

the coil, so a tail catcher (HO) has been added around the coil to complement the HB
calorimetry and to provide better protection against punch through to the muon
system. Consequently, the sampling fraction in the CMS hadronic calorimetry
is approximately three times worse than that in the ATLAS hadronic calorimetry,
which explains to a great extent the better hadronic resolution expected in ATLAS.

Figures 14 and 15 show the total number of absorption lengths contained in
the hadronic calorimetry and in front of the muon system for ATLAS and CMS,
respectively, as a function of pseudorapidity. Good containment of jets of typically
1 TeV energy requires approximately 11λ in the full calorimeter.

The forward calorimeters of ATLAS and CMS are located in different parts of
the overall detector. The ATLAS forward calorimeter is fully integrated into the
cryostat that houses the end-cap calorimeters, which reduces the neutron fluence
in the muon system and, with careful design, has minimal impact on the neutron
fluence in the inner tracker. The CMS forward calorimeter is, in contrast, situated
11 m from the interaction point, thereby minimizing the amount of radiation and
charge density during operation. The main role of these calorimeters is to keep the
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tails in the measurement of missing transverse energy at a low level and to tag jets
in the forward direction rather than to accurately measure their energy, so their
geometry has been simplified and their readout costs have been minimized. For
ATLAS, the forward calorimeter is based on copper (front) and tungsten (back)
absorber bodies and absorber rods, the latter being parallel to the beam and slotted
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into precisely machined holes. The gaps in these holes are filled with LAr and op-
erate at an electric field of approximately 1 kV/mm. The CMS forward calorimeter
is constructed out of steel and quartz fibers. It operates on the basis of Cerenkov
light and will be affected to some extent by irradiation because the light output
will be reduced by 30% after 10 years of operation at the LHC.

4.2. Construction Experience and Measured
Performance in Test Beam

4.2.1. CONSTRUCTION EXPERIENCE As described above, the ATLAS and CMS
calorimeters comprise a variety of technologies, each with its own challenges and
pitfalls, and only a few of the most prominent lessons learned during construction
can be given in this review. The biggest challenge by far has clearly been the con-
struction of the ECALs. The technology chosen for the ATLAS ECAL, although
based on a well-established technique, had a number of innovative features that
resulted in some major production issues. The most difficult part of the project,
by far, has been the fabrication of large electrodes approximately 2 m in length
containing nearly 1000 resistive pads each. This problem was overcome through
careful monitoring of the production on-site by experts from the collaboration.
Approximately 20,000 m2 of honeycomb spacers have been used to maintain the
flexible electrodes in the center of the gap between absorbers. To avoid major
problems with the high-voltage behavior of assembled modules, a rigorous and
careful cleaning procedure for all parts, especially the honeycomb, had to be im-
plemented. Radiation-tolerant electronics had to be produced for all components
in the cavern. This comprises all the front-end electronics boards housed near the
signal feed-throughs.

Another example illustrating the many formidable challenges overcome during
the construction of the LHC detectors is that of the CMS crystal calorimetry (the
first example given in this review is that of the ATLAS and CMS pixel detectors;
see Section 3.2.3).

The idea of using a new dense scintillating crystal known as lead tungstate
as a promising material for calorimetry is almost 15 years old by now (24). The
compact nature, fast response, and high resistance to radiation of these crystals
immediately attracted the attention of the CMS physicists, who were trying to
solve the difficult problem of fitting a complete (EM and hadronic) calorimeter
into their solenoid coil. The low light yield and the high sensitivity to temperature
of these crystals were, however, recognized as significant drawbacks, requiring
intensive research and development as well as innovative ideas. Simple silicon
photodiodes did not do the trick because the scintillation light was swamped by
signals from electrons and positrons at the end of the EM shower, and traditional
photomultipliers were ruled out because of the high magnetic field inside the
detector. Whereas the vacuum phototriode readout finally chosen for the end-
cap crystals had been used previously (e.g., in the OPAL experiment), the adopted
solution of silicon avalanche photodiodes for the barrel crystal calorimeter became
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available more or less when CMS submitted their Technical Proposal in 1994. At
the time, the crystals, despite their promise, were not considered a sufficiently
validated technology, and the baseline calorimeter chosen for CMS was a more
classical technology.

Since those pioneering times, CMS has successfully mastered numerous hur-
dles, the most prominent of which is the manufacture of 75,000 crystals in
industry, which has nevertheless remained a concern and has prevented CMS from
completing the end-cap calorimeters for the first period of data taking at the LHC.
They are, however, on track to being fully operational for the physics run in 2008.

Other challenges facing the real-time operation of the crystal calorimeter in-
clude the follow-up of the crystal response to low levels of radiation with a laser
pulsing/switching system. This has to be carried out carefully to obtain a residual
contribution to the constant term (which ultimately affects the energy resolution)
smaller than 0.4% (see also Section 4.3).

4.2.2. RESULTS FROM TEST-BEAM MEASUREMENTS Both the ATLAS (25) and CMS
collaborations have performed an extensive program of test-beam measurements to
calibrate and characterize their ECAL modules. The original plans called for a test-
beam calibration of approximately 20% of the ATLAS EM modules and of all the
CMS crystals. In the end, 15% of the ATLAS EM modules underwent detailed
test-beam measurements, and at most 15% of the CMS barrel crystal supermodules
will have been carefully calibrated in the test beam by the end of 2006. A few recent
results from these stand-alone calibration campaigns are discussed below.

Figure 16 shows that a response linearity of ±1 per thousandth has been ob-
tained over an electron energy range from 20 to 180 GeV for an ATLAS barrel
LAr EM module. To achieve this, while also preserving the energy resolution (also
shown in Figure 16), requires a thorough understanding of the material in front of
the active calorimeter and a careful evaluation of the weights and corrections to
be applied to the raw cluster energy. The uniformity of response across the whole
module has also been measured and was found to contribute an r.m.s. of 0.4% to
the global constant term, which is within the specifications set to the LAr ECAL
(see Section 4.3 for a more detailed discussion of the various contributions to the
constant term for the ECALs).

Figure 17 shows the energy resolution obtained for a set of 18 crystals in a CMS
production supermodule, where each crystal was hit in its center by the beam to
calibrate its response and the energy was summed over a matrix of 3 × 3 crystals.
The response curves are very close to each other, and the overall resolution is
excellent over the full energy range from 20 to 250 GeV. The right plot in Figure
17 corresponds to test-beam data spanning the whole area of the crystal. By apply-
ing on an event-by-event basis a universal correction factor, which is determined
entirely by the energy sharing between the crystals, the energy resolution of the
left plot is recovered. When performing scans of this type over many crystals,
using a universal correction factor results in an additional linear contribution to
the constant term of 0.1%.
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TABLE 10 Main performance parameters of the different hadronic calorimeter components

of the ATLAS and CMS detectors, as measured in test beams using charged pions in both

stand-alone and combined mode with the ECAL

ATLAS

Barrel LAr/Tile End-cap LAr CMS

Tile Combined HEC Combined Had. barrel Combined

Electron/hadron

ratio

1.36 1.37 1.49

Stochastic term 45%/
√

E 55%/
√

E 75%/
√

E 85%/
√

E 100%/
√

E 70%/
√

E

Constant term 1.3% 2.3% 5.8% < 1% 8.0%

Noise Small 3.2 GeV 1.2 GeV Small 1 GeV

The measured electron/hadron ratios are given separately for the hadronic stand-alone and combined calorimeters when

available, and the contributions (added quadratically except for the stand-alone ATLAS tile calorimeter) to the pion energy

resolution from the stochastic term, the local constant term, and the noise are also shown, when available from published

data.

The test-beam results discussed above clearly show the superior intrinsic reso-
lution of the CMS crystals when operating in stand-alone mode. They also demon-
strate the advantage of the LAr technique, associated with a rigorous mechanical
construction and electronics calibration chain, for a uniform response.

Table 10 summarizes the main features and performance aspects of the various
calorimeter components of ATLAS and CMS for single charged pions. Most of the
values have been measured directly in test beam (26, 27). The differences in the
stochastic terms between the various calorimeters arise mainly from the different
sampling fractions (see Table 9). The electron/hadron ratios affect the linearity of
response and the constant term when they deviate too much from unity, although
the performance may be recovered for calorimeters with several samplings in depth
that use sophisticated weighting techniques (see below). Despite the rather poor
longitudinal granularity of the overall CMS calorimetry, the results quoted for the
CMS combined calorimetry were improved significantly for test-beam pions after
weighting the EM and hadronic energy depositions separately, event by event on
the basis of a minimization procedure that used the known input beam momentum.
The stochastic term was thus improved from 120% to 70%, whereas the constant
term was somewhat degraded from 7% to 8%.

4.3. Expected Performance of Installed Detectors

It is difficult to directly extrapolate the expected performance in situ for the large-
scale calorimeter systems of ATLAS and CMS from test-beam data. The calibration
of these complex EM and hadronic calorimeter systems can indeed be to some
extent ported with high precision from the test-beam measurements to the actual
experiment and, more importantly, performed in situ using a set of benchmark
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physics processes such as Z → ee decays and W → jet-jet decays. This situation
is somewhat new for the following reasons:

1. For the first time it will be possible to control the absolute scale of hadronic
jet energy measurements by using sufficiently abundant statistics from
W → jet-jet topologies occurring in top-quark decays.

2. Extensive test-beam measurements in configurations resembling the real
experiment will have been performed at the time of first data-taking. Exam-
ples of such test-beam measurements are the ATLAS combined test-beam
run in 2004 (described in Section 1.3), the ATLAS combined test-beam
runs for the LAr end-cap and forward calorimetry, and the forthcoming
CMS combined test-beam run for the overall barrel calorimetry (summer
2006).

3. It should be possible to constrain the absolute scale of the overall hadronic
calorimetry using the measured response to charged pions of energies be-
tween 10 GeV and 300 GeV and controlling this scale through clean samples
of τ → π±ν decays.

During the past 15 years, researchers have maintained a large-scale and steady
software effort in the collaborations to simulate in detail calorimeters of this type
well before their operation. Naturally, the complex geometries and high granular-
ities described above and the high energies of the products of the collisions have
considerably augmented the computing effort required to produce large-statistics
samples of fully simulated events. A few examples are shown below for photon,
electron, jet, and missing transverse energy measurements.

4.3.1. ELECTROMAGNETIC CALORIMETRY Figure 18 shows an example of the ex-
pected precision with which ATLAS and CMS will perform photon energy mea-
surements. For ATLAS, results are shown for unconverted and converted photons
at η = 1.1 (where a total of 3.5X0 of material is present in front of the active
calorimeter) and in the energy range from 30 to 1700 GeV. For CMS, results
are shown for dominantly unconverted photons in the barrel crystal calorimeter
and in the energy range from 20 to 110 GeV. The selected photons are required
in this latter case to deposit more than 94.3% of their energy in a 3 × 3 crystal
matrix normalized to the 5 × 5 crystal matrix used to compute the total energy.
This basically selects unconverted photons and some late conversions with a 70%
overall efficiency. For a photon energy of 100 GeV, the ATLAS energy resolution
in this η-region varies between 0.96% (all unconverted photons) and 1.26% (all
converted photons, for which the energy is collected in a 3 × 7 cell matrix, i.e.,
with a wider window in φ). These numbers increase respectively to 1.19% and
1.44% if the global constant term of 0.7% is included. The overall expected CMS
energy resolution in the barrel crystal calorimeter is 0.75% for the well-measured
photons at that energy (Figure 18 includes the global constant term of 0.5%). This
example shows that the intrinsic resolution of the CMS crystal calorimeter is harder
to obtain with the large amount of tracker material in front of the ECAL and in the
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4 T magnetic field: Between 20% and 60% of photons in the barrel calorimeter
acceptance convert before reaching the front face of the crystals.

Similarly, Figure 19 shows an example of the expected precision with which
ATLAS and CMS will perform electron energy measurements. For ATLAS, results
are shown for electrons at η = 0.3 and 1.1 in the energy range from 10 to 1700 GeV.
The energy of the electrons is always collected in a 3 × 7 cell matrix, which, as for
the photons, is wider in the bending direction to collect as efficiently as possible
the bremsstrahlung photons while preserving the linearity and low sensitivity to
pile-up and noise. For CMS, the effective resolution (r.m.s. spread) is shown for the
barrel crystal calorimeter and in the most difficult low-energy range from 5 to 50
GeV. Refined algorithms are used, in both the tracker and the calorimeter, to recover
as much as possible the bremsstrahlung tails and thereby to restore most of the
excellent intrinsic resolution of the crystal calorimeter. Nevertheless, for electrons
of 50 GeV in the barrel region, the ATLAS energy resolution varies between 1.3%
(at η = 0.3) and 1.8% (at η = 1.1), without any specific requirements on the
performance of the tracker at the moment. In contrast, the CMS effective resolution
is estimated to be 2%, demonstrating that it is harder to reconstruct electrons—with
a performance in terms of efficiency and energy resolution similar to that obtained
in test beam—than photons.

Additional critical performance figures of the ECALs are those related to elec-
tron and photon identification in the context of (a) overwhelming backgrounds
from QCD jets, (b) pile-up at the LHC design luminosity, (c) γ π0 separation,
(d ) efficient reconstruction of photon conversions, and (e) measurements of the
photon direction using just the calorimeter wherever the longitudinal segmentation
provides an accurate measurement. All these aspects rely heavily on the details of
the longitudinal and lateral segmentation of the EM calorimetry, and the reader is
referred to the ATLAS and CMS detector performance reports (11, 28) for more
information.

Another important issue, especially for the ECALs, is the calibration in situ,
which will eventually provide the final calibration constants required, e.g., for
searches for narrow states such as H → γ γ decays. These can be divided into an
overall constant that defines the absolute scale and a set of intercalibration, i.e.
relative calibration, constants between modules or cells.

By construction, the ATLAS ECAL is uniform to approximately 0.4% in
0.2 × 0.4 areas or larger in �η × �φ space. One will therefore have to calibrate
in situ only approximately 440 sectors of this size. The use of the Z mass con-
straint alone without reference to the tracking should be sufficient to achieve an
intercalibration to better than 0.3% over a few days at low luminosity. If additional
problems arise because of the material in the tracker, the use of electrons from W
decay to measure E/p will provide additional constraints.

The CMS crystals cannot be precalibrated with radioactive sources to better than
4.5% in the laboratory. Recent results indicate that this intercalibration spread can
be brought down to 3% using cosmic rays. Without an individual calibration of
the crystals in the test beam, one has to rely on in situ calibration for further
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improvements. Using initially large samples of minimum-bias events (including
explicit reconstruction of π0 and η decays) and low transverse energy ET jets
at fixed η, the intercalibration could be improved to 1.5% within φ-rings of 360
crystals. At a later stage, high-statistics samples of W-boson decays to electrons
will be needed to reach the target constant term of 0.5%.

A key issue for both ATLAS and CMS will be how to keep the constant term
below their respective target values of 0.7% and 0.5% in the presence of the un-
precedented amount of material in the trackers. For ATLAS, other major potential
contributions to the constant term (each one of the order of 0.2% to 0.3%) are
mostly short range (detector geometry such as φ-modulations, variations of the
sampling fraction in the end caps, absorber and gap thickness fluctuations, fluctua-
tions in the calibration chain, differences between calibration and physics signal),
but the potentially worrisome one is long range and related to the signal depen-
dence on temperature. The LAr signal has a temperature dependence of −2% per
degree: The temperature-monitoring system in the barrel-sensitive volume should
therefore track temperature changes above ±0.15 degrees, which is the expected
dispersion from the heat influx of 2.5 kW per cryostat. In CMS, the temperature-
control requirements are even more demanding because the temperature depen-
dence of a crystal and its readout is approximately −4.3% per degree for a heat
load of 2 W per channel, or 160 kW total. The sophisticated cooling scheme im-
plemented in the supermodules can maintain the temperature to better than ±0.05
degrees and thereby meets these stringent requirements. As mentioned in Section
4.2.1, time-dependent effects related to radiation damage of the CMS crystals will
have to be monitored continuously with a stable and precise laser system.

4.3.2. HADRONIC CALORIMETRY The expected performance for reconstructing
hadronic jets is shown in Figure 20. For ATLAS, the jet energy resolution is
depicted at η = 0.3 over an energy range from 15 to 1000 GeV. Jets are found
using a simple cone algorithm with a fixed size in pseudorapidity-azimuth space,
so that all cells within a distance �R =

√
�η2 + �φ2 of a seed cell are included.

The jet energy resolution is shown for two different sizes of the cone algorithm
used and for two different weighting techniques: (a) a simple technique using
energy-independent weights in each layer of the calorimeter, with a correction for
the energy lost between the LAr EM barrel and the Hadronic Tile Calorimeters
in the cryostat wall, and (b) a more sophisticated one inspired by the work done
in the H1 collaboration (29). For CMS, the jet energy resolution is shown as a
function of the jet transverse energy, for a cone size �R = 0.5 and for |η| < 1.4,
over a transverse energy range from 15 to 800 GeV. For completeness, Figure 20
also displays the results of a fit to the stochastic, noise, and local constant terms
of the calorimeter resolutions. For hadronic jets of typically 100 GeV energy,
characteristic of jets from W-boson decay, the ATLAS energy resolution varies be-
tween 7% and 8%, whereas the CMS energy resolution is approximately 14%. The
intrinsic performance of the CMS hadron calorimeter (HCAL) can be improved
using charge particle momentum measurements, a technique often referred to as
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Figure 20 For ATLAS (left) and CMS (right), expected relative precision on the measure-

ment of the energy of QCD jets reconstructed in the central region as a function of 1/
√

E ,

where E is the jet energy for ATLAS, and as a function of E MC
T , where E MC

T is the jet

transverse energy for CMS.

Figure 21 For ATLAS (left) and CMS (right), expected precision on the measurement of

the missing transverse energy as a function of the total transverse energy, ET , measured

in the event.

energy flow, which was developed at LEP (20). Initial studies indicate that the jet
energy resolution can be improved significantly at low energies, typically from
17% to 12% for ET = 50 GeV and |η| < 0.3. For jet energies above 100 GeV or
so, the improvement is expected to be significantly smaller.

Finally, Figure 21 illustrates an important aspect of the overall calorimeter
performance, namely, the expected precision with which the missing transverse
energy in the event can be measured in each experiment as a function of the total
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transverse energy deposited in the calorimeter. The results are expressed as the
standard deviation from Gaussian fits to the (x, y) components of the Emiss

T vector for
events from high-pT jet production and for A → ττ decays in ATLAS. For CMS,
where the distributions are non-Gaussian, the results are expressed as the r.m.s.
of the same distributions for events from high-pT jet production. For transverse
momenta of the hard-scattering process ranging from 70 GeV to 700 GeV, the
reconstructed ET ranges from approximately 500 GeV to approximately 2 TeV.
The difference in performance between ATLAS and CMS is a direct consequence
of the difference in performance already observed for the jet energy resolution.

5. MUON SPECTROMETER SYSTEMS

Muons are a very robust, clean, and unambiguous signature of much of the physics
that ATLAS and CMS were designed to study. The ability to trigger and reconstruct
muons at the highest luminosities of the LHC was incorporated into the design of
the two detectors from the beginning (30). In fact, the concepts chosen by the two
experiments for measuring muon momenta have shaped the two detectors more
than any other physics consideration (see also Section 2.1).

As discussed in Section 2.2, the choice of magnet was motivated by the mea-
surement method of muons with momenta to ∼TeV scales. ATLAS thus opted
for a high-resolution, stand-alone measurement independent of the rest of the sub-
detectors, resulting in a large volume with low material density over which the
muon measurement takes place. CMS used, from the beginning, the concept of a
compact detector, which therefore needed a high magnetic field to provide enough
bending power for the muon measurement. The ATLAS toroidal magnetic field
provides a momentum resolution that is essentially independent of pseudorapidity,
η, to a value of 2.7, whereas the CMS solenoidal field bends muon tracks in the
transverse plane, effectively adding another point—the primary vertex position,
which is expected to be known with high accuracy—to the muon track.

5.1. General Considerations

The physics signatures that give rise to muons are numerous and varied. At the
highest momenta, they include muons from new high-mass (multi-TeV) resonances
such as heavy neutral gauge bosons, Z ′, as well as decays from heavy Higgs
bosons. At the lowest end of the spectrum, B physics relies on the reconstruction
of muons with momentum down to a few GeV. The following is a list of the
resulting requirements.

1. Resolution: The “golden” decay of the Standard Model Higgs boson into
four muons, H → ZZ → 4μ, requires the ability to reconstruct the momen-
tum and thus the mass of a narrow two-muon state with a precision of 1%. At
the upper end of the spectrum, both experiments aim at a 10% momentum
resolution for 1 TeV muons.
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2. Wide rapidity coverage: Almost two-thirds of the decays of an intermediate-
mass Higgs boson to four muons have at least one muon in the region
|η| > 1.4. A hermetic system, which measures muons to |η| ∼ 2.5, is the
best compromise.

3. Identification inside dense environments, e.g., hadronic jets or regions with
high backgrounds.

4. Trigger: The ability to measure the momenta of muons online on a stand-
alone basis, i.e., without reference to any other detector subsystem, and
to select events with muons above 5–10 GeV momentum is of paramount
importance.

There are also the requirements that result from the 25 ns spacing in time
between successive beam crossings and from the neutron radiation environment of
the experimental halls. Good timing resolution and the ability to identify the bunch
crossing in question, as well as redundancy in the measurements, are therefore
also demanded of these detectors, which are by far the largest systems in the two
experiments.

5.1.1. MUON MOMENTUM MEASUREMENT In ATLAS, the muon system consists
of three large superconducting air-core toroid magnets, which are instrumented
with different types of chambers to provide two necessary functions, namely,
high-precision tracking and triggering. The central (or barrel) region, |η| < 1.0, is
covered by a large barrel magnet consisting of eight coils that surround the HCAL.
In this region, tracks are measured in chambers arranged in three cylindrical layers
(stations) around the beam axis. In the end-cap region, 1.4 < |η| < 2.7, muon tracks
are bent in two smaller end-cap magnets each inserted into one end of the barrel
toroid. The intermediate (transition) region, 1.0 < |η| < 1.4, is less straightforward
because here the barrel and end-cap fields overlap, thus partially reducing the
bending power. To keep a uniform resolution in this region, tracking chambers,
which allow corrections for the change in the magnetic field, are strategically
placed. Owing to financial constraints, one out of three sets of chambers in this
region has been staged, thus leading to an inferior performance in the transition
region at the start of the experiment.

In CMS, the muon system consists of chambers installed between the iron slabs
that provide the return yoke for the magnetic field of the solenoid. The latter is large
enough to saturate 1.5 m of iron, thus allowing the integration of four muon stations
into the return yoke. In the barrel region, the detectors are arranged in cylinders
interleaved with the iron yoke. In the end-caps, the chambers are arranged in four
disks perpendicular to the beam and in concentric rings, three rings in the innermost
station and two in the others. A key feature of the CMS muon system is that after
the return yoke, and neglecting multiple scattering and energy loss, the muon track
extrapolates back to the beam line. This fact can be used to improve the muon
momentum measurement at high momentum when combining the inner tracker
and muon detector measurements.
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The muon system layouts of the two experiments are shown in Figures 22 and
23. A total of four types of detectors are used, the choice of technology driven
by the large surface covered, by trigger and precision measurement requirements,
and by the different radiation environments. In the central pseudorapidity region,
|η| < 1.0–1.2, where the neutron-induced background is lower, both experiments
use drift tubes: ATLAS uses Monitored Drift Tubes (MDTs) and CMS uses Drift
Tubes (DTs). The ATLAS MDTs are actually used over almost the entire pseudo-
rapidity region. At large |η|, where background conditions are harsher and the rate
of muon hits is therefore larger, Cathode Strip Chambers (CSCs) are used by both
experiments.

Both experiments also rely on Resistive Plate Chambers (RPCs). RPCs provide
a fast response with good time resolution, but with a coarser position resolution
than the drift tubes of the MDTs. RPCs can therefore unambiguously identify the
correct bunch crossing and are invaluable for triggering. CMS uses RPCs in both
the barrel and the end-cap regions, whereas ATLAS uses RPCs only in the barrel
region and has opted for Thin Gap Chambers (TGCs) in the end-cap region.

The basic principle of the muon measurement in the ATLAS muon spectrometer
is to obtain three segments (or superpoints) along the muon trajectory. For momenta
up to 300 GeV, the resolution is limited to a few percent by multiple scattering and
fluctuations in the energy loss in the calorimeters, and can therefore be improved by
combining the momentum measurement with that obtained in the Inner Detector.
The momentum-resolution goals quoted above at higher momenta imply a high
precision of 80 μm on the individual hits given the three-point measurement and
the available bending power. The required precision on the muon momentum
measurement also implies excellent knowledge of the magnetic field. The air-core
toroid design leads to a magnetic field, which is modest in average magnitude
(0.5 T), but is also inhomogeneous and must therefore be measured and monitored
with high precision (to 20 G). The inhomogeneity of the field and its rapid variations
cannot be approximated by simple analytical descriptions and have to be accounted
for carefully, thereby enhancing the importance of the Inner Detector information
to reconstruct low-momentum muon tracks with low fake rates.

In CMS, the momentum of centrally produced muons is measured in three
places, namely, in the inner tracker, after the coil for triggering at low momentum,
and in the return flux. A stand-alone measurement of the momentum of muons
based only on the muon chambers is possible by using the bending angle at the
exit of the magnet and taking the interaction point (which is expected to be known
to ≈20 μm) as the origin of the muon. The resolution of this measurement is
dominated by multiple scattering in the material before the first muon station
for muon transverse momenta up to 200 GeV. In contrast to ATLAS, the best
momentum resolution is obtained from the silicon tracker up to transverse momenta
of about 1 TeV.

5.1.2. TRIGGERING Triggering information in ATLAS is provided by the RPC and
TGC chambers, whereas in CMS all three subdetectors (DTs, CSCs, and RPCs)
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participate in the trigger decision. The overlap between the RPCs and the DTs in the
barrel and between the CSCs in the end caps provides redundancy, which results in a
more robust and flexible muon trigger. Cost considerations have, however, resulted
in an initial RPC system that will cover only the region |η| < 1.6 (the additional
coverage to |η| < 2.1 has been deferred). The triggering capability based on the
CSC chambers remains intact to |η| < 2.1. More information on the muon trigger
can be found in Section 6.

5.1.3. ALIGNMENT Alignment of the muon chambers with respect to each other
and with respect to the overall detector is a critical ingredient, key to obtaining
the desired performance over the large areas involved, particularly at the highest
momenta. The high accuracy of the ATLAS stand-alone measurement necessitates
a high precision of 30 μm on the alignment, whereas in CMS the different muon
chambers need to be aligned with respect to each other and to the central tracking
system only to within 100–500 μm.

The chambers will be installed to an accuracy of a few millimeters, and ob-
viously attempts at repositioning the chambers after installation are not realistic
in either experiment. Instead, both experiments have designed intricate hardware
systems to measure the relative positions between chambers that contribute to the
measurement of the same tracks, but also to monitor any displacements during
the detector operation. These systems are designed to continuously monitor the
positions of the chambers with or without collisions in the accelerator. In AT-
LAS, the strict requirement of a 30 μm alignment has necessitated the design
of a complex system in which optical sensors are mounted with high mechani-
cal precision (better than 20 μm in the precise coordinate). ATLAS uses ∼5000
alignment sensors, which are installed either on the chambers or in the so-called
alignment bars (long instrumented aluminum cylinders that monitor deformations
to within 10 μm, constituting the alignment reference system in the end caps).
In addition, 1789 magnetic field sensors (three-dimensional Hall probes) are also
being installed on the chambers to determine with high accuracy the position and
shape of the conductors of each coil. From these measurements, the field will be
determined throughout the whole volume to an accuracy of approximately 20 G,
provided all magnetic materials are also accurately mapped and described.

In CMS, the solenoidal magnetic field is more uniform and, thus, after an initial
mapping of the field, two NMR heads and 76 magnetic field sensors will be used to
monitor the field to a precision of 10−4. In addition, to monitor the alignment of the
muon chambers, 1400 alignment sensors are used. The muon alignment hardware
system provides independent monitoring of the tracking detector geometry with
respect to an internal light-based reference system. This will help disentangle
geometrical errors from uncertainties of a track-based alignment approach (e.g.,
knowledge of the magnetic field, material description, drift-velocity fluctuations,
etc.). The final alignment values will clearly be obtained with the large statistics
of muon tracks traversing the muon chambers (rates of approximately 10 kHz are
expected at a luminosity of 1033 cm−2 s−1 for muons with pT > 6 GeV).
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5.2. Construction Experience and Measured Performance
in Laboratory and Test Beam

The muon chambers are based on technologies used in previous experiments: DTs
and CSCs have been used widely in the past; RPCs were used in the L3 and
BaBar experiments, while TGCs were used in OPAL. Nevertheless, ATLAS and
CMS both launched large research and development efforts to address the special
requirements of the LHC environment.

The high particle fluxes (mainly photons and neutrons) have necessitated
searches for the right type of materials and gases, which prevent wire deposits
in the case of DTs, while new operational modes were developed for the RPCs
(proportional regime instead of the streamer regime used in previous experiments)
and the TGCs (quasi-proportional mode instead of saturated mode), with the cor-
responding required changes in the front-end electronics.

For the ATLAS muon spectrometer, the stand-alone measurement requirement
limits the amount of material to minimize multiple scattering. This has led to the
development of thin but precise aluminum tubes, which are mounted on very light
structures, and to extensive use of paper honeycomb in the trigger chambers to limit
the contribution of the detectors in the material description. The deformations of
these structures can be monitored by a sophisticated alignment system.

In CMS, a very significant effort was made to design and construct chambers ca-
pable of providing, independently of the RPCs, self-triggering on high-momentum
muons. The resulting muon chambers (both the DTs and the CSCs) can identify the
bunch crossing and provide a relatively precise (≈1 mm) coordinate measurement,
rapid enough for the Lvl-1 trigger. The coordinate precision can then be improved
to 100 μm in offline reconstruction. Prior to CMS, the size of individual detectors
was limited to ∼1.5 m, limited by the technology for strip production, while the
detector area was limited by the cost of electronics. The design of chambers larger
in area by two orders of magnitude and also capable of self-triggering and high-
precision measurements involved significant research and development beyond the
Superconducting Supercollider (SSC) experiments, specifically for CMS.

The greatest challenge for both experiments came indeed from the large un-
precedented areas that the muon chambers had to cover and the correspondingly
large numbers of electronic channels. In each experiment, the muon system con-
tains approximately 25,000 m2 of active detection planes and roughly one million
electronic channels. The main parameters of the muon chambers in ATLAS and
CMS are listed in Table 11.

The requirement of achieving all this within reasonable cost was actually one of
the biggest issues encountered. In terms of lessons learned from the construction
process, beyond the general observations made in Section 8, three issues emerge
as the most important:

1. Putting in place, from the beginning, tight procedures for quality assurance/
quality control. Given the enormous number of elements (wires, strips,
tubes, supports) involved, the presence of well-defined and complete quality
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TABLE 11 Main parameters of the ATLAS and CMS muon chambers

ATLAS CMS

Drift Tubes MDTs DTs

-Coverage |η|< 2.0 η|< 1.2

-Number of chambers 1170 250

-Number of channels 354,000 172,000

-Function Precision measurement Precision measurement, triggering

Cathode Strip Chambers

-Coverage 2.0 < |η|< 2.7 1.2 < |η|< 2.4

-Number of chambers 32 468

-Number of channels 31,000 500,000

-Function Precision measurement Precision measurement, triggering

Resistive Plate

Chambers

-Coverage |η|< 1.05 |η|< 2.1

-Number of chambers 1112 912

-Number of channels 374,000 160,000

-Function Triggering, second coordinate Triggering

Thin Gap Chambers

-Coverage 1.05 < |η|< 2.4 —

-Number of chambers 1578 —

-Number of channels 322,000 —

-Function Triggering, second coordinate —

assurance/quality control systems was of utmost importance. Any and all
issues that went unnoticed sooner or later resulted in time- and energy-
consuming corrective procedures.

2. Planning for services. Despite all initial designs, tolerances, and safety
factors, the cabling procedures were always more complicated, more time
consuming, and eventually more space consuming than expected. Whereas
the first two issues can, at least in principle, be solved with additional
manpower and increased costs, the space issue is a major one that needs
adequate planning from the start. The space issue has been compounded by
the fact that the muon system is traversed by the services of the other detec-
tors, leading to issues of ownership of space and to problems in collecting
all the necessary information for proper planning. Both experiments are
currently facing the complexity of the actual installation of the services.

3. Uniformity of technologies, power supplies, and electronics. As explained
in the introduction, the size of the muon projects has necessitated the distri-
bution of the design and construction across different institutes and fund-
ing agencies. This leads necessarily to a multitude of different choices for
numerous components, from the choice of high-voltage power supplies
to basic choices of electronics (Application-Specific Integrated Circuits,
ASICs, or Field-Programmable Gate Arrays, FPGAs). A strong electronics
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coordination team is needed to alleviate many of these pressures and lead
to an overall system, which will be much easier to maintain.

The production of all the chambers is essentially complete at this point (April
2006). In ATLAS, chamber production has been completed, while that of the staged
chambers has started. The installation inside the barrel toroid and integration of
the end caps on the surface of the big wheels is underway. In CMS, DT chamber
construction is finished, and the barrel RPC construction is expected to finish in
June 2006. Installation of these chambers is in progress, with 130 chambers already
installed. The end-cap CSC chambers are also installed.

There have also been changes with respect to the original designs. In CMS, the
original system comprised four RPC stations covering the pseudorapidity region
to |η| < 2.1. A shortfall of funds has led to staging the chambers at |η| > 1.6. RPCs
in the first end-cap station are used to help resolve ambiguities at the trigger level
in the CSCs. Finally, both experiments treat the inner Bakelite surfaces of the RPC
chambers with linseed oil for good noise performance.

Both experiments have tested their muon chambers in test beams. For example,
the ATLAS muon test-beam setup had both trigger and tracking chambers placed
in the appropriate geometrical positions and equipped with alignment sensors. A
major goal was to test a crucial ingredient of the muon system, namely, the ability
to monitor chamber movements and long-term deformations over time scales of
several weeks. The test-beam setup included the calculation of deviations from
the nominal chamber positions and the storage of the results in a database. These
constants were also determined directly by the reconstruction program. The vari-
ation of the sagitta as reconstructed in a muon beam, in addition to that measured
from the optical alignment system, was studied over a period covering the thermal
fluctuations of a day-night cycle. The spread of the difference between the two
distributions was measured to be below 10 μm, i.e., well within the specification of
30 μm. Finally, the correct performance of the trigger was tested with the final trig-
ger electronics prototypes and with all muon systems taking data simultaneously
at 40 MHz.

In CMS, a recent significant achievement is the demonstration of the triggering
capability, for both the DT and CSC systems, using cosmic muons. Events are
triggered using one chamber, and the muons are subsequently measured success-
fully in all other chambers in the sector. The chamber efficiency is almost 100%,
whereas the chamber resolution from raw data is sufficiently precise to detect
relative misalignments of the chambers with a sensitivity of order 100 μm.

5.3. Expected Performance of Installed Detector

The expected performance of the muon systems has been a subject of intense study
in both experiments. Detailed simulations that take into account a huge amount of
detail from the real geometries of all the chambers and support structures are in
place. The response of the chambers, although simple in principle, has nevertheless
been verified in test beams.
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In ATLAS, the quality of the stand-alone muon measurement relies on detailed
knowledge of the material distribution in the muon spectrometer, especially for
intermediate-momentum muons. Reconstruction of these, with high accuracy and
without introducing a high rate for fake tracks, must take into account multiple
scattering of the muons and thus the details of the material distribution in the spec-
trometer. This necessitates a detailed mapping of the detector and the storage of
this map for use by the offline simulation and reconstruction programs. The corre-
sponding effect in CMS is much smaller because the amount of iron between the
muon stations dominates by far and the details of the material are necessary only
in the boundaries between the iron blocks.

Figures 24 and 25 display the expected resolution on the muon momentum
measurement. The expected near independence of the resolution from the pseu-
dorapidity in ATLAS, in addition to the degradation of the resolution at higher
η in CMS, is clearly visible. The resolution of the combined measurement in the
barrel region is slightly better in CMS owing to the higher resolution of the mea-
surement in the tracking system, whereas the reverse is true in the end-cap region
owing to the better coverage of the ATLAS toroidal system at large rapidities.
A summary of the performance of the two muon measurements can be found in
Table 12.

The actual performance matches that expected from the original designs. An
interesting demonstration of the robustness of the muon systems comes from the

TABLE 12 Main parameters of the ATLAS and CMS muon measurement systems as well as

a summary of the expected combined and stand-alone performance at two typical pseudorapidity

values (averaged over azimuth)

Parameter ATLAS CMS

Pseudorapidity coverage

-Muon measurement |η|< 2.7 |η|< 2.4

-Triggering |η|< 2.4 |η|< 2.1

Dimensions (m)

-Innermost (outermost) radius 5.0 (10.0) 3.9 (7.0)

-Innermost (outermost) disk (z-point) 7.0 (21–23) 6.0–7.0 (9–10)

Segments/superpoints per track for barrel (end caps) 3 (4) 4 (3–4)

Magnetic field B (T) 0.5 2

-Bending power (BL, in T· m) at |η| ≈ 0 3 16

-Bending power (BL, in T· m) at |η| ≈ 2.5 8 6

Combined (stand-alone) momentum resolution at

-p = 10 GeV and η ≈ 0 1.4% (3.9%) 0.8% (8%)

-p = 10 GeV and η ≈ 2 2.4% (6.4%) 2.0% (11%)

-p = 100 GeV and η ≈ 0 2.6% (3.1%) 1.2% (9%)

-p = 100 GeV and η ≈ 2 2.1% (3.1%) 1.7% (18%)

-p = 1000 GeV and η ≈ 0 10.4% (10.5%) 4.5% (13%)

-p = 1000 GeV and η ≈ 2 4.4% (4.6%) 7.0% (35%)
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reconstruction of muons in heavy-ion collisions. Although neither experiment was
designed specifically for high reconstruction efficiency in the special conditions
of heavy-ion collisions, they can yield significant physics signals for a few key
signatures such as J/ψ and ϒ, ϒ ′ production (28).

6. TRIGGER AND DATA ACQUISITION SYSTEMS

The trigger and data acquisition (trigger/DAQ) system of an experiment at a hadron
collider plays an essential role because both the collision and the overall data rates
are much higher than the rate at which one can write data to mass storage. As
mentioned above, at the LHC, with the beam crossing frequency of 40 MHz, at the
design luminosity of 1034 cm−2 s−1, each crossing results in an average of ∼23 in-
elastic proton-proton collisions, with each event producing approximately 1–2 MB
of zero-suppressed data. These figures are many orders of magnitude larger than
the archival storage and the offline processing capability, which correspond to data
rates of 200–300 MB/s, or 100–200 Hz.

The trigger/DAQ systems of both experiments (31) are designed to inspect the
detector information at the full crossing frequency and to select crossings at a max-
imum rate of O(102) Hz for archiving and for later offline analysis. Including the
23 inelastic collisions per crossing, the required event rejection power is of O(107),
which is too large to be achieved in a single processing step, if the experiments
are to have high efficiency for the physics phenomena they plan to study. For this
reason, the selection task is split into, first, a fast selection step, followed by one
or more steps in which the selection is refined.

In both experiments, the first step (Lvl-1 trigger) makes an initial selection on
the basis of information of reduced granularity and resolution from only a subset
of detectors. This Lvl-1 trigger is designed to reduce the rate of events accepted
for further processing to less than 100 kHz, i.e., it provides a rejection of a factor
∼104 with respect to the collision rate. The figure of 100 kHz is asymptotic, to be
used fully at the highest luminosities when the beam and experiment conditions
demand it and financial resources allow it. At start-up, and also during the first
years of LHC operation, the Lvl-1 trigger should operate at lower rates.

The second step (High-Level Trigger or HLT) is designed to reduce the Lvl-1
accept rate to the final output rate of ∼102 Hz. Software algorithms running in
large farms of commercial processors connected to the detector readout system via
commercial networks provide filtering in the HLT. The physical implementation of
the HLT selection is different in ATLAS and CMS. ATLAS has selected a two-step
rejection, with independent farms for the two steps. CMS has opted for a single
farm that absorbs the full rate out of the Lvl-1 trigger. The systems are compared
and described in more detail below.

The following are some key requirements on the systems:

1. To provide enough bandwidth and computing resources, within financial
constraints, to minimize the dead time at any luminosity while maintaining
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the maximum possible efficiency for the discovery signals. The current goal
is a total dead time of less than a few (1–2) percent. Most of this dead time
is currently planned to occur in the Lvl-1 trigger.

2. To be robust, i.e., provide an operational efficiency that does not depend
significantly on the noise and other conditions in the detector or on changes
with time of the calibration and detector alignment constants.

3. To provide the possibility of validating and of computing the overall selec-
tion efficiencies using the data only, with as little reference to simulation
as possible. This implies usage of multiple trigger requirements with over-
lapping thresholds.

4. To uniquely identify the bunch crossing that gave rise to the trigger.

5. To allow for the readout, processing, and storage of events needed for
calibration purposes.

6.1. General Considerations

The most important architectural decision in the trigger/DAQ system is the number
of physical entities, or trigger levels, that are used to reduce the rate of 100 kHz,
which is accepted by the Lvl-1 trigger, by O(103) to the final rate of O(102) Hz
selected for storage. Current practice for large general-purpose experiments op-
erating at CERN, DESY, Fermilab, KEK, and SLAC is to use at least two more
entities, known as the Level-2 (Lvl-2) and Level-3 (Lvl-3) triggers. Some experi-
ments even have a Level-4 trigger. The higher the level, the more general-purpose
the implementation, with the Lvl-3 and Lvl-4 trigger systems always relying on
farms of standard commercial processors.

The implementation of the Lvl-2 trigger system varies significantly across ex-
periments, from customized in-house solutions to independent processor farms.
The issue encountered by all experiments that have opted for multiple trigger levels
is the functionality that the Lvl-2 system should provide. Of all the trigger levels
after Lvl-1, the Lvl-2 trigger is the most challenging, as it has to operate at the
highest event rates, often without the benefit of full-granularity and full-resolution
data, although with data from more detectors and of higher quality than those used
by the Lvl-1 trigger. Decisions that must be made include the rejection factor that
the Lvl-2 trigger must provide; the quality of the information it will be provided
with; the interconnects between the detector readout, the Lvl-1 trigger, and the
Lvl-2 trigger; and, finally, the actual implementation of the processing units that
will execute the selection algorithms.

Ideally, the HLT should have no built-in architectural nor design limitations
other than the total bandwidth and CPU, which can be purchased on the basis of the
experiments’ resources. Indeed, from early on, the desire to provide the maximum
flexibility possible to the HLT led to the first design principle, adopted by both
ATLAS and CMS: The HLT selection should be provided by algorithms executed
on standard commercial processors, avoiding all questions and uncertainties related
to home-grown hardware processors.
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What is different in the two experiments is the number of physical entities
used for the HLT: ATLAS has designed an explicit Lvl-2 farm that provides an
intermediate rejection after the Lvl-1 trigger and before the events are directed to
the second farm for the Lvl-3 selection. CMS is based on a single farm running a
single program that provides the full selection.

The two architectures are depicted schematically in Figure 26. The ATLAS
solution requires much less data to flow into the Lvl-3 farm, which in turn has
more time to process incoming events. The Lvl-2 farm, however, has to provide a
decision on all the events accepted by the Lvl-1 trigger. To reduce the data flow into
the Lvl-2 farm, only a fraction of the detector information is actually transferred
from the readout buffers to the Lvl-2 processors. This concept is termed the region
of interest. In brief, the result of the Lvl-1 trigger drives the Lvl-2 processing by
indicating the regions of the detector involved in scrutinizing the physics object
(electron, muon, jet, etc.) identified by Lvl-1. These regions are small, with a total
data size of only a few percent of the full event size so that the full set of data from
these regions can be transferred to the Lvl-2 farm. The Lvl-2 algorithms employ
sequential selection, and usually not all the data from the region of interest in
question have to be read in. This farm has tens of milliseconds to provide the Lvl-2
decision. The events accepted by Lvl-2 are sent to the Lvl-3 farm, which now has
access to the full event data. The Lvl-3 farm runs the final, essentially offline-like
selection, seeding the reconstruction off of the objects previously identified by the
Lvl-2 trigger to reduce the total processing time. The rate input into the Lvl-3
farm is a few kilohertz, so the Lvl-3 selection has to provide a factor of 10 in rate
reduction.

The CMS solution involves a single processor farm. Here the concept of trigger
levels beyond Lvl-1 is blurred and translates into a sequence of reconstruction and
selection steps aimed at successive improvements in the reconstruction of the object
in question. The notion of a limited detector area, over which the reconstruction
is executed, is still present, albeit in software in this case. In the CMS HLT, the
full event is available for processing already at the equivalent of the Lvl-2 trigger.
Consequently, the algorithms deployed can be essentially the same as those of
the offline program, with the appropriate changes to initiate the reconstruction
from the Lvl-1 physics object candidates. The price of increased flexibility is the
requirement of a much higher bandwidth in the large interconnect between the
detector readout buffers and the processor farm.

Both experiments have chosen commercially available networks for the in-
terconnection between the readout buffers and the HLT farm(s). The advent of
inexpensive Gbit Ethernet switching fabrics and of processor interfaces, in addi-
tion to the rapidly deployable 10 Gbit Ethernet standard, have rendered all early
thoughts (back in the mid-1990s) of potential home-grown solutions obsolete.

6.2. Level-1 Trigger Systems

The Lvl-1 trigger has to process information from the detector at the full beam-
crossing rate of 40 MHz. The short time between two successive beam crossings
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(25 ns), in addition to the wide geographical distribution of the electronic signals
from the detector, excludes real-time processing of the full detector data by general-
purpose, fully programmable processing elements.

The data are, instead, stored in pipelines awaiting the decision of the Lvl-1
trigger within up to 3 μs. The maximum time available for processing in the
Lvl-1 trigger system is determined by the limited memory resources in the front-
end electronics, which store the detector data during the Lvl-1 decision-making
process. Technology and financial considerations at the time of the design resulted
in a limit of at most 128 bunch crossings, i.e., the equivalent of approximately
3 μs of data, which can be stored in the front-end memories. This total latency of
3 μs therefore includes the unavoidable latency components associated with the
transfer of the detector information to the processing elements of the Lvl-1 trigger
and with the latency of the propagation of the Lvl-1 decision signals back to the
front-end electronics. The resulting time available for the actual processing of the
data is no more than ∼1–1.5 μs.

To avoid dead time, the trigger electronics must be pipelined because every
process in the trigger must be repeated every 25 ns. The high operational speed
and pipelined architecture also imply that only specific data can be brought to the
corresponding processing elements in the trigger system. In addition, the data must
flow synchronously across the trigger logic in a deterministic manner.

This architecture results in data from multiple crossings being processed con-
currently through the various stages of the trigger logic. To achieve this, most
trigger operations are either simple arithmetic operations or functions that use
memory look-up tables, where an address is used to rapidly produce a previously
calculated (and stored) result. Moreover, the short time available significantly re-
stricts the data, which can be used in forming the Lvl-1 trigger decision, in two
ways: On the timing front, the only usable data comes from fast detectors or from
slower detectors that have both good time resolution and low occupancy; on the
volume front, only reduced, coarse information from the calorimeter and muon
chambers that corresponds to a smaller fraction of the total volume, and thereby
requires less processing power than, e.g., tracker data, can be used.

The block diagrams of the trigger processors (TPs) of the two experiments are
shown in Figure 27. The two systems contain the same functional building blocks:
There is a calorimeter trigger, a muon trigger, and an overall Central or Global
TP (CTP/GTP). Both systems rely on the Timing, Trigger, and Control system
derived from a precision of a 40-MHz clock distributed by the LHC accelerator.
These subsystems are essentially independent of each other, and the interactions
among them are limited to the explicit communication lines in the diagram.

6.2.1. MUON TRIGGER The Lvl-1 muon trigger provides the TP with information
on the number, quality, and transverse momentum of muon tracks in each event. In
ATLAS, the system consists of a barrel section, two end-cap sections, and a part
that combines the information from the full system and prepares the input to the
CTP. The chambers in the Lvl-1 trigger are used mainly for this purpose, i.e., in
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Figure 27 Block diagram of the ATLAS (top) and CMS (bottom) Level-1 trigger

systems. Thin Gap Chamber, TGC; Resistive Plate Chamber, RPC; Central Trigger

Processor, CTP; Timing, Trigger, and Control, TTC; hadron forward, HF; hadron

calorimeter, HCAL; electromagnetic calorimeter, ECAL; Cathode Strip Chambers,

CSC; Drift Tubes, DT; Data Acquisition, DAQ.

the end cap, the Lvl-1 muon trigger system uses TGCs to cover the region of small
angles with respect to the beam axis, whereas in the barrel it uses RPCs. In both
cases, the chambers were selected for their ability to provide signals fast enough
for the Lvl-1 trigger. In CMS, there are three trigger systems based on the three
types of muon chambers, namely, the DTs in the barrel region, the CSCs in the
end caps, and the RPCs in both regions.

In both experiments, each of the Lvl-1 muon trigger systems has its own trig-
ger logic with different pattern-recognition algorithms. The local trigger systems
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typically exchange track segment information in the region where the systems over-
lap. For example, in CMS the CSC and DT track finders exchange track segment
information in the region where the chambers overlap.

At the end of processing by the local TPs, a common part collects the muon trig-
ger information from the various sources and prepares the data and trigger decision
before presenting it to the CTP or GTP. This intermediate stage carries some signif-
icant functionality. For example, in ATLAS, the Muon Trigger to Central Trigger
Processor Interface resolves overlaps between chamber sectors in the barrel and
between barrel and end-cap chambers, and forms the muon candidate multiplicities
for the trigger decision. The Global Muon Trigger of CMS has similar tasks.

The final decision on the event is obtained by the CTP or GTP, using either
information from only the muon trigger or in association with other objects in the
event (e.g., the presence of a high-pT electron).

6.2.2. CALORIMETER TRIGGER The Lvl-1 calorimeter trigger provides essentially
all the Lvl-1 trigger streams for the experiment (electrons, photons, QCD jets,
τ -jets, missing ET ), except for the muons. The architecture of this trigger contains
three elements prior to sending the summaries to the CTP, namely, the generation
of the trigger primitives, of a local calorimeter trigger that processes information
from limited parts of the detector, and, in the case of CMS, of a global calorimeter
trigger that combines all the information from the local processors.

Data from the calorimeters is combined to form trigger towers of approximately
0.1 × 0.1 in η − φ space. For example, a CMS trigger tower consists of a matrix
of 5 × 5 ECAL crystals and the HCAL tower behind the 25 crystals. The main
difference between ATLAS and CMS is in the formation and transmission of the
trigger tower data: In ATLAS, analog sums and an analog transmission to the
counting room are used, whereas in the CMS system digital information is used
all the way from the front-end electronics.

In both cases, the digitized information is processed to determine the transverse
energy ET . As discussed above, the ATLAS and CMS calorimeters have pulse
shapes that extend well beyond a single crossing, so the signals are processed
to assign each energy deposition to the correct bunch crossing. Once the trans-
verse energies and the bunch crossing are determined, the algorithms in the local
calorimeter trigger take over. The details are slightly different between the two
systems, however the basic algorithmic features are the same.

Electrons and photons are searched for as peaks in the ET deposited in a limited
η − φ region (neighboring towers). The corresponding energy in the HCAL is
required to be small relative to the energy in the ECAL. Additional isolation
requirements, e.g., demanding that neighboring towers do not have energies larger
than a certain threshold, can be imposed.

Jets are formed by adding the energy in a large η − φ region (in both cases, it
consists of a 4 × 4 array of trigger towers/elements). One difference between the
two experiments is that CMS uses fixed windows in the first pass, whereas ATLAS
uses sliding windows. Moreover, in ATLAS, although the jet is identified using
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the smaller window, its energy can be obtained within a larger η − φ region. The
ATLAS system provides more flexibility in the measurement of the jet energy,
and, for a fixed threshold, has higher efficiency for split jets, i.e., jets that point to
the boundaries between the search windows. This requires, however, an additional
processing step to settle jet overlaps and to eliminate double counting. τ -jets are
formed by demanding very narrow energy depositions in the ECAL and HCAL.
Isolation requirements may also be applied.

The missing transverse energy (as well as the total transverse energy in the event)
is estimated from the sum of the transverse energies of all the calorimeter cells.
The sum of the transverse energies of all jets found in the event is also provided;
this is more stable than the sums over all calorimeter cells as the instantaneous
luminosity increases.

The results of this local processing, i.e., the electron/photon, τ -jet, and jet
candidates, are passed on to the CTP in the ATLAS case, and to an intermediate
step, the Global Calorimeter Trigger, in the CMS case, prior to the GTP. The physics
objects are sorted in ET and, finally, are used in the global decision, possibly in
association with other Lvl-1 objects in the event.

6.3. High-Level Trigger and Data Acquisition Systems

Experience with the DAQ systems of previous experiments at high-energy lepton
and hadron colliders results in the establishment of several fundamental design
principles. From the beginning, these principles have been embedded in the archi-
tecture of the trigger/DAQ system and more specifically of the DAQ itself, of both
ATLAS and CMS.

The extraordinary technological advances over the past twenty years have pro-
gressed at a constant rate. The two collaborations thus decided to invest in these
technological advances and especially in the two main fronts that drive them,
namely processing power and network speed. An additional consideration is the
expected evolution of the experiment and its DAQ system, rendering a fully pro-
grammable HLT system highly desirable to avoid major design changes. The
added flexibility of a fully programmable environment of a standard CPU also
implies that algorithmic changes necessary for the resolution of unforeseen back-
grounds or other adverse experimental conditions can be easily introduced. A final
consideration was the desire to minimize the amount of nonstandard, in-house
solutions.

Owing to the above considerations, both experiments opted to rely on industrial
standards to the greatest possible extent, and to employ commercially available
components, if not full subsystems, wherever these could meet the requirements.
This applies to both hardware and software systems. The benefits of this decision
are numerous, with the most important ones being the resulting economies in
both the development and production costs, the prompt availability of the relevant
components from multiple competing sources, and a maintenance and support
mechanism that does not employ significant in-house resources.
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Another general design principle, adopted at the earliest stages of development,
is that of maximal scaling. This addresses the fact that the accelerator conditions,
the experimental conditions, and finally the physics program are all expected to
evolve significantly with time. An easily scalable system is one in which the func-
tions, and thus the challenges, are factorized into subsystems, with a performance
independent of the rest of the system.

The large amount of time between the design of the systems and their final
implementation and deployment implied a different development cycle from that
of the other subdetector projects. In the case of the DAQ systems, understanding
the required functionality of the various elements of the system was, in many
cases, an issue separate from their performance. The numerous and challenging
subsystem components were thus developed along two independent paths. The
first development path concentrated on the identification and implementation of
the full functionality needed for operation in the final DAQ. The second path
concentrated on the issues that arise when the functions identified in the first path
are executed at the performance levels required by the final DAQ system. Following
this principle, ATLAS and CMS have pursued a research and development program
that has resulted in a system that could be implemented for the early luminosities
of the LHC, and could be scaled to the needs expected at the full design luminosity
because the system architecture is such that via a number of incremental steps, the
performance of the system can be increased proportionally.

6.3.1. DATA ACQUISITION The main elements of the DAQ systems of the two ex-
periments include detector readout, event builder, HLT systems, and controls and
monitors. Detector readout consists of modules that read the data corresponding to
a single bunch crossing out of the front-end electronics upon reception of a Lvl-1
trigger accept signal. There are approximately 1600 (700) such modules in the
ATLAS (CMS) readout. The event builder is the collection of networks that pro-
vides the interconnections between the detector readout and the HLT. It provides
(and monitors) the data flow and employs a large switching fabric. ATLAS has
two such networks, one for the Lvl-2 trigger and one for the event filter, whereas
CMS employs a single, much larger network for the combined HLT. HLT systems
are the processors that deal with the events provided by the detector readout. They
execute the HLT algorithms to select the events to be kept for storage and offline
processing.

The controls and monitors consist of all the elements needed to control the
flow of data (events) through the DAQ system, as well as the elements needed
to configure and operate the DAQ. This includes all the provisions for special
runs, e.g., for calibrations, which involve special setups for both the detectors, the
trigger, and the readout. The other major functionality is the monitoring of the
various detector elements, of the operation of the Lvl-1 trigger and HLT, and of
the state of the DAQ system and its elements.

The factorization of the DAQ system function into tasks, which can be made
almost independent of each other, facilitates the design of a modular system that
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can be developed, tested, and installed in parallel. To ensure this factorization, the
different operational environments of the four functional stages must be decoupled.
This is achieved by introducing buffers of adequate depth between each of these
stages. The primary purpose of these buffers is to match the different operating rates
of the elements at each stage. For example, at a rate of 100,000 events per second,
the readout system delivers an event every 10 μs. However, the event building
process requires, even assuming a 100% utilization efficiency for the Gbps links
employed, a time of ∼ms to completely read in the event. This is therefore the
rate at which the elements of the farm system can operate on events. The two time
scales are very different, and this is where the deep buffers in the readout system
minimize the coupling between the stages.

An additional motivation for the modularity of the DAQ system is to make
installation in stages possible. Taking as an example the CMS design, which is
shown in Figure 28, the event builder was conceived from the beginning with the
possibility of a phased installation. In brief, the interconnect between the readout
and the HLT farm is implemented as a two-stage switching process. In the first
stage, data (event fragments) from eight sources are combined into larger blocks
(superfragments). There are as many as 64 such superfragments that are then
sent to the HLT farm that utilizes a 64 × 64 switch. The 64 superfragment data
sources and 64 destinations are referred to as a Readout Unit Builder and have a
maximum bandwidth corresponding to an event rate of 12.5 kHz. Increasing the
total DAQ bandwidth is achieved by adding more Readout Unit Builders whose
input is an independent output from the first-stage switches. The entire system is
thus, effectively, subdivided into as many as eight independent slices that can be
installed at different times.

Currently, both experiments are planned to commence with DAQ systems serv-
ing only a reduced bandwidth of approximately 20–40 kHz. The deferrals were
necessary because of funding pressures, and installation of the DAQ in stages was
viewed as less damaging to the physics program because the initial instantaneous
luminosity of the LHC will be smaller than the design value.

6.3.2. HIGH-LEVEL TRIGGER As mentioned above, the HLT is a software filtering
process executed on standard, commercially available processors. The software is
drawn from the offline reconstruction of the experiments. In ATLAS, both levels
of the HLT are executed within the offline framework, but in contrast to the event
filter, which uses the same algorithms as the offline, the Lvl-2 processors run more
dedicated code (in particular with faster data-preparation algorithms). In CMS,
the HLT code is the same as in the offline. In both experiments, the trigger software
is steered differently than in the offline and initiates the reconstruction from the
physics candidate objects identified by the previous levels (Lvl-1 or Lvl-2 trigger).
The overall rejection factor is achieved by applying, in software, a number of
successive reconstruction and selection steps.

For example, the HLT electron trigger is typically driven by a Lvl-1 electron/
photon candidate, which is identified as a high-energy, isolated EM energy
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deposition in the calorimeters. At Lvl-1, the rate is dominated by QCD jets. The
first task in reconstructing the electron in the HLT is to rerun the clustering algo-
rithm with access to the full granularity and resolution of the ECAL and to obtain a
new, more accurate measurement of the transverse energy of the EM cluster. Given
the rapidly falling cross section, this provides a rejection factor of ≈2 with respect
to the input event rate. Further isolation and shape cuts may also be applied at this
point. The events surviving the ECAL requirements are subsequently subjected
to a search for a charged-particle track in the tracking detectors. For example, in
CMS, a narrow road is drawn from the calorimeter face through the tracker, and the
corresponding part of the pixel detectors is searched for hits compatible with an
electron track whose momentum is compatible with the calorimeter measurement.
This is a very powerful requirement that yields at least a factor of 10 rejection
against jets while maintaining a very high efficiency of 95%. The precise require-
ments, i.e., the tightness of the track requirements, will be determined only when
the data arrives. In the final step of the algorithm, the full electron track is recon-
structed. A rejection of roughly a factor of 3–5 can be gained from this step. The
overall HLT reconstruction efficiency is approximately 75–80%, depending on the
total rejection rate selected. Photon identification is orthogonal to the electrons in
the sense that the requirement is for the absence of a charged-particle track and
the use of higher thresholds.

Events selected by the HLT are forwarded to mass storage and from there to
the offline system for reconstruction and physics analysis. This event storage can
take place either at the experiment site or directly at the CERN computer center.
The latter is a possible option once the experiment matures and its operation enters
a steady state. Given the unprecedented rate of online rejection, another very
important task of the HLT is to provide enough information on the events that have
been rejected at each stage of the filtering process.

6.4. Trigger Performance

The trigger selects, by design, only a small fraction of the proton-proton collisions
at the LHC. As a result, there have been a number of compromises on the extent of
the physics program. This is an important difference with respect to the experience
in e+e− machines.

Efficient use of DAQ bandwidth requires that two conditions be fulfilled. First,
each level of the trigger attempts to identify physics objects (leptons, photons,
and jets) as efficiently as possible, while keeping the output bandwidth within
requirements. The selected event sample should include all events that would be
found by the full offline reconstruction. Hence, the cuts in the trigger must be
consistent with those of the offline analysis. Second, because the bandwidth to
permanent storage media is limited, events must be carefully selected at the final
trigger level.

A crucial ingredient of physics analysis is the determination of the trigger
efficiency. Three tools allowing the measurement of the requirements imposed
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by the Lvl-1 trigger have been included in the designs. One tool is the presence
of overlapping programmable triggers, allowing triggers with different thresholds
and cuts to run simultaneously, producing multiple results in parallel. A second
tool is prescaled triggers with either lower thresholds or looser requirements (or
both) running in parallel with the main algorithm. A third tool is prescaling of a
particular trigger with one of its cuts removed.

Beyond these three tools, another method for measuring the trigger efficiency,
which is used extensively, is using processes with two physics objects that trigger
on one of the two. For example, Z 0 → e+e− decays, selected via the single-
electron trigger, can be used to measure the electron trigger efficiency on the
second, unbiased electron leg.

A key task is creating the trigger tables, i.e., the requirements demanded online
by both the Lvl-1 and HLT systems on the events selected. Table 13 lists two
examples for the Lvl-1 trigger from ATLAS and CMS. There are, naturally, sig-
nificant uncertainties in these rate estimates. At one extreme, CMS allocates only
one-third of the assumed DAQ bandwidth to specific triggers. In ATLAS, the plan
is to absorb any differences in rate via changes in thresholds. Both experiments

TABLE 13 Examples of Lvl-1 trigger tables from ATLAS and CMS

ATLAS CMS

Trigger type
Threshold

(GeV)
Rate
(kHz)

Threshold
(GeV)

Rate
(kHz)

Inclusive isolated electron/photon 25 12.0 29 3.3

Di-electrons/di-photons 15 4.0 17 1.3

Inclusive isolated muon 20 0.8 14 2.7

Di-muons 6 0.2 3 0.9

Single τ -jet trigger — — 86 2.2

Two τ -jets — — 59 1.0

τ -jet ∗ Emiss
T 25 ∗ 30 2.0 — —

1-jet, 3-jets, 4-jets 200, 90, 65 0.6 177, 86, 70 3.0

Jet ∗ Emiss
T 60 ∗ 60 0.4 88 ∗ 46 2.3

Electron ∗ Jet — — 21 ∗ 45 0.8

Electron ∗ Muon 15 *10 0.1 — —

Minimum bias (calibration) none 0.9

Others (monitor, calibration, etc.) 5.0 — —

Total 25 16

The table corresponds to an instantaneous luminosity of 2 × 1033 cm−2 s−1 and an assumed total DAQ

bandwidth of 25 (50) kHz, for ATLAS (CMS). For CMS, only one-third of the DAQ bandwidth is allocated,

as a safety factor, to account for all the uncertainties in the estimations of the rates. In both cases, the threshold

corresponds to the point where the efficiency is 95% of the asymptotic efficiency.
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plan to allocate bandwidth to B physics as well, within the limitations of the total
resources available and at the initially low luminosities of the LHC.

The real-time nature of the selections imposes very stringent requirements on
the monitoring of the Lvl-1 and HLT performance. Initially, many triggers will be
run in forced-accept mode, thereby providing the possibility of analyzing in detail
their performance offline. The trigger monitoring will employ a number of tools,
including the storage of a small fraction of the events rejected, the comparison of
the actual online decisions (as obtained from intermediate hardware calculations
to be stored with the detector data), and a number of unbiased events, or minimum-
bias events, which are selected at random, i.e., without any specific requirements
on the bunch crossing in question.

The trigger systems of the two experiments should also be flexible enough to
adapt to changing-run and/or coast conditions. For example, the instantaneous
luminosity is expected to drop in the course of a fill, and therefore an optimal
re-allocation of resources might be to change trigger conditions by lowering trig-
ger thresholds or by decreasing prescale factors for selected channels. All such
changes, in addition to any other changes in the running conditions, will be logged,
and the overall online monitoring must record the operational performance as a
function of the changes made in real time.

The efficiency to trigger on single physics objects, namely, electrons and pho-
tons, muons, jets, and τ -jets, measures performance. The presumed efficiency de-
pends, of course, on the production process, and for this reason, Standard Model
processes are used. Table 14 lists the efficiencies at Lvl-1 and HLT for electrons
and muons. For jets, the relevant parameter is not the efficiency, which can always
reach 100%, but rather the effective threshold needed to obtain a fixed efficiency,
e.g., 95%, for jets with a certain threshold at the generator level. The situation
with τ -jets is more complicated because they have been studied by the two ex-
periments in the context of specific physics signatures, which are not directly
comparable.

TABLE 14 Efficiency for triggering on fiducial electrons and

muons in ATLAS and CMS

Object ATLAS CMS

Electrons ET > 25 GeV ET > 29 GeV

-Lvl-1 efficiency 95% 95%

-HLT efficiency 80% 77%

Muons PT > 20 GeV PT > 19 GeV

-Lvl-1 efficiency 95% 95%

-HLT efficiency 90% 86%

The efficiencies quoted at the HLT do not correspond to the same purity (thus, the

difference between the two experiments). The thresholds quoted correspond to the

parameters used for physics studies by the two experiments. The actual values used

will, of course, be determined from early data.
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The performance of the Lvl-1 trigger and HLT systems has been checked against
all the benchmark major discovery channels in extensive studies by the two exper-
iments. These include all the expected decays of the Standard Model Higgs boson,
as well as those of the multiple Higgs bosons in the case of supersymmetry. In
most cases, the decays involve multiple leptons and can therefore be triggered with
very high efficiency. The efficiency for other signatures, such as those expected
from supersymmetry, is also very high. Overall, the two experiments are currently
expected to address the full physics program that will be made available by the
LHC.

7. COMPUTING AND SOFTWARE

The computing and software systems that ATLAS and CMS will employ are clearly
of paramount importance. The functionality and flexibility of both will determine,
to a large extent, the rate and quality of the physics output of the two experiments.
As expected, there are numerous challenges to be addressed in these two areas.

On the computing side, the LHC experiments represent a new frontier in high-
energy physics. It is clear that, even more than at the current large experiments at
the B factories and at the Tevatron, at the LHC the required level of computing re-
sources can be provided only by a number of computing centers working in unison
with the CERN on-site computing facilities. Off-site facilities will thus be vital
to the operation of both ATLAS and CMS to an extent completely different from
previous large HEP experiments. Use of these off-site facilities necessitates the
substantial use of GRID computing concepts and technologies (32). This allows
the responsibility for processing and storing the data to be shared, but also makes
the same level of data access and computing resources available to all members of
the collaborations. A second challenge for computing is the development and op-
eration of a data storage and management infrastructure that can meet the demands
of a yearly data volume of O(10) petabytes, which is used by both organized data
processing and individual analysis activities around the world.

The solution pursued by both experiments is geographically distributed and
relies on four tiers. An example, from CMS, of this tiered architecture is shown
in Figure 29. The corresponding diagram from ATLAS is very similar and dif-
fers only in the number of centers involved and in the detailed workflow inside
the Tier-0 center. Primary event processing occurs at CERN in a Tier-0 facil-
ity. Raw data are archived at CERN and sent (with the reconstructed data) to
the Tier-1 centers around the world. These centers share the archiving of a sec-
ond copy of the raw data, while also providing the reprocessing capacity and
access to the various versions of the reconstructed data and allowing scheduled
analysis of the latter by physics analysis groups. A more numerous set of Tier-2
centers, which are smaller but still have substantial CPU resources, provide ca-
pacity for analysis, calibration activities, and Monte Carlo simulation. Data sets,
which are produced at the Tier-1 centers, are copied to the Tier-2 facilities for
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further analysis. Tier-2 centers rely upon Tier-1 centers for access to large data
sets and for secure storage of the new data they produce. A final level in the hierar-
chy is provided by individual group clusters used for analysis—these are the Tier-3
centers.

Both experiments also rely on a CERN Analysis Facility (CAF) for algorith-
mic development work and some short-latency data-intensive calibrations. The
CAF is also expected to provide additional analysis capacity with, for example,
reprocessing of the express line data and short turnaround analysis jobs.

7.1. Computing Model

The tasks of archiving, processing, and distributing the data for the LHC experi-
ments are of an unprecedented magnitude and complexity. The ever present finan-
cial limitations, in addition to the unpredictability of the accelerator and detector
operational details at start-up, imply the creation of a very flexible yet cost-effective
plan to manage all the computing resources and activities. This plan is referred
to as the Computing Model. In the past two years, both experiments have put in
place fairly detailed computing models that describe the flow of data from the
DAQ system to the individual physicist’s desktop (33).

The main requirement on the Computing Model is to provide prompt access to
all the data needed to carry out physics analyses. This typically translates to pro-
viding all members of the collaboration with access to reconstructed data as well
as to providing appropriate but more limited access to raw data for organized mon-
itoring, calibration, and alignment activities. As mentioned above, the key issue is
the decentralization and wide geographic distribution of the computing resources.
Sharing of these resources is possible through the GRID and its middleware, and
therefore the interplay with the GRID is built into the models from the beginning.
The most important elements of the Computing Model are the event data model
and the flow of the various data types to the analysis processes.

7.1.1. EVENT DATA MODEL In both experiments, the physics event store contains a
number of different representations, or levels of detail, of the physics events from
the raw (or simulated) data all the way to reconstructed and summary data suitable
for massive fast analysis. Following are the different types of data:

1. RAW data: This is the byte-stream output of the HLT and the primary input
to the reconstruction process. Both experiments expect ≈1.5 MB of data
arriving at a rate of ≈ 150–200 Hz. Events will be transferred from the HLT
farm to the Tier-0 in 2-GB files containing events from a data-taking period
with the same trigger selections from a single accelerator fill. Larger file
sizes may be allowed if and when 64-bit systems are deployed. The events
will generally not appear in a consecutive order.

2. Reconstructed data (referred to as RECO data in CMS and as Event Sum-
mary Data, ESD, in ATLAS): This is the output of the reconstruction
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process. Most detector and physics studies, with the exception of calibration
and alignment procedures, will have to rely only on this format. The data
are stored using an Object-Oriented representation in POOL (34) ROOT
(35) files. The target size ranges between 250 and 500 kB per event.

3. Analysis Object Data (AOD): This is derived from the ESD/RECO format
and is a reduced event representation, intended to be sufficient for most
physics analyses. The target size is roughly a factor of five smaller than
that of the ESD/RECO (i.e., 50–100 kB), and the contents are physics
objects and other high-level analysis elements.

Both experiments have first designs and implementations of the above formats.
The technical details, such as the precise size, are still in flux and are subject to
changes in both the software and physics content. If experience from the Tevatron
is used as a guide, then in the early stages of the machine and experiment commis-
sioning, the RAW and ESD/RECO formats will be used heavily. The AOD should
be the dominant tool for studies only when both machine and experiments are in
steady-state data-taking. Nevertheless, both experiments plan to commission the
AOD format as early as possible because one of the biggest constraints in the
computing environment will be the access bandwidth to the data. The AOD, in
addition to being the format with the smallest size, has, by construction, the most
compact and complete physics information of the event, and is thus going to be
indispensable in carrying out high-statistics analyses.

ATLAS has defined two further formats, namely, Tag Data (TAG) and Derived
Physics Data (DPD), both of which are intended for use in end-user analyses. TAG
are event-level metadata—thumbnail information about events to enable rapid and
efficient selection of events for individual analyses. TAG are stored in a relational
database to enable various searches via database queries. The assumed average
size is 1 kB per event. DPD correspond to the highest level of data representation,
with an ntuple-like content, for direct analysis and display by analysis programs.
The precise details of the DPD are still under discussion.

Both experiments plan to deploy these official data formats as the vehicle for
running physics analyses. For example, the AOD format and its contents will
be subject to a very extensive set of tests with different data, conditions, and
subsequent uses. Once this validation process is completed by each collaboration,
the resulting AOD, i.e., the collection of data and code that describes it, will contain
all the intricacies of reconstruction, the application of all relevant corrections, the
identification of the correct version of the algorithms used, as well as reference to
the most up-to-date constants. Both experiments currently plan to maintain a single
version of the AOD to be used by all the different analyses, from the measurement
of Standard Model processes to searches for supersymmetry.

In reality, as analyses become more specialized with time, the needs of the var-
ious physics groups diverge, especially when faced with high-statistics samples.
The event-content, i.e., detector information, needs of the B physics group will
clearly be quite different from those of the corresponding group on supersymmetry



14 Oct 2006 12:1 AR ANRV290-NS56-10.tex XMLPublishSM(2004/02/24) P1: KUV

432 FROIDEVAUX � SPHICAS

searches. Although the models of both experiments are quite flexible in that addi-
tional formats not included in the baseline are possible, the introduction of such
formats is expected to not occur at all, or to occur in rare cases after a careful
review of the specific needs.

Of course, because the AOD contains only a subset of the information in the
event, there will always be analyses that need to refer to the ESD/RECO. The issue
is to appropriately select the objects to be included in the AOD. To derive the
additional objects to be studied, there is usually a trade-off between storage cost and
CPU, and the details depend strongly on the sample size required and the number
of times the sample is used. Nevertheless, even in these cases, both experiments
plan to expand the baseline format with additional information needed for specific
analyses purposes rather than introduce new formats. It remains to be seen, upon
the actual distribution of data to the collaborations, whether the single-AOD or the
specialized-AOD alternative will be the norm.

7.1.2. DATA FLOW AND PROCESSING To maximize the physics reach of the exper-
iments, the HLT farms will write events at the maximum possible data rate that
can be supported by the computing resources. Currently, this is expected to be in
the range of 150–200 Hz, essentially independent of the instantaneous luminosity
of the accelerator. Trigger thresholds will be adjusted up or down to match the
maximum data rate to maintain consistency with the data storage and processing
capabilities of the offline systems. The current ATLAS and CMS baseline is that
the online-offline link and the Tier-0 center are able to keep up in real time with
the HLT output rate.

In CMS, the online system will classify events into O(50) primary data sets
solely on the basis of the trigger path (Lvl-1 + HLT); for consistency, the online
HLT software will run to completion for every selected event. Given that analyses
typically use a small number of trigger paths, events will be clustered into data
sets as a function of their trigger history. The main motivation for introducing data
sets is to facilitate the prioritization of first-pass reconstruction, the scheduling of
successive calibration and reconstruction passes, and the organization of physics
analysis. For performance reasons, at the output of the HLT farm, the primary
data sets may be grouped into O(10) online streams with roughly similar rates.
The subdivision of events into online streams can allow prioritized processing of
a calibration stream, which will result in updated calibration constants to be used
for all subsequent processing for that data-taking period. Processing of certain
lower-priority online streams may also deliberately be delayed in the event of a
partial disruption of service at the Tier-0 center.

ATLAS has a similar scheme: A calibration stream allows for independent
processing from the bulk of the physics data. This is required to produce cali-
brations of sufficient quality to allow a useful first-pass processing of the main
stream with minimum latency. The main event store consists of a single pri-
mary stream. However, the option of using more streams is open, should the need
arise.
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The details of the streaming models are still under discussion inside the two
collaborations, however, some features are expected to remain in the final running
phase. For example, both experiments make use of an express line. In ATLAS, this
is a set of physics triggers corresponding to approximately 5% of the full data rate.
These events will tune the physics and detector algorithms and also provide a rapid
alert on some high-profile physics triggers. In CMS, the definition of the express
line is broader in that it includes the calibration stream, in addition to the hot
events described above. Functionally, the two definitions are identical and result
in approximately 10% of the data being taken aside for immediate processing for
calibration, detector monitoring, and early physics alert purposes.

Streams can be used for a variety of purposes. The primary use, as mentioned
above, is to prioritize the processing of the data. For example, having the di-muon
data set as a independent stream obviously results in a much faster turnaround on
any analysis that relies on these data. Streams can also be useful in the commis-
sioning phase—in debugging both the software and the overall online and offline
computing systems. For example, both experiments plan to have a stream dedi-
cated to problematic events, e.g., failing in the HLT step, to facilitate understanding
errors in the system. Obviously, such streams will be created as the need arises,
will be rate limited, and may even be withdrawn once they are no longer needed.

The first step is the actual processing of the calibration data in the shortest
possible time. Both experiments have planned a short one- to two-day latency to
complete this task. In parallel with this activity, or perhaps with a slight delay
to include some of the calibration and alignment constants from this process, the
express line is reconstructed. This process may be carried out either at the CAF or
at the Tier-0.

Once the calibration and alignment constants are in place, a first-pass (prompt)
reconstruction is run on the primary event stream(s), and the resulting reconstructed
data (ESD/RECO) are archived into the CERN mass storage system. Both exper-
iments are considering the production of the AOD data in this step as well. The
creation of the AOD is a very light process that consists of reading in a number
of POOL files, selecting objects, and writing out a (possibly concatenated) num-
ber of AOD files. For reasons of simplicity and efficiency, the actual production
of the AOD may run in a single step (job), simultaneously with the ESD/RECO
production. However, the large difference in size between the input RAW data and
the output AOD formats implies a large number of small files being output from
the AOD step, resulting in a possible concatenation step afterward. Depending on
how efficient the data management systems of the two experiments will be, this
fragmentation may, as a result, have no impact on the performance of analysis
tasks downstream or make it necessary to run the AOD production as a separate
processing step at the Tier-0 center.

Upon completion of this step, the data are distributed to the Tier-1 centers.
Each Tier-1 site assumes responsibility for a fraction of the reconstructed data.
Some details are different between the two experiments: In ATLAS, two copies
of the ESD data are distributed so that a Tier-1 center holds the fraction for which
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they are responsible but also retains a replica of another equal fraction of the ESD
for which another Tier-1 site is principally responsible. Moreover, Tier-1 sites
make the current ESD available on disk. In CMS, the Tier-1 centers hold, among
themselves, a single copy of the corresponding RECO data. The implementation
of such policies will depend on the actual computing resources, which will be
available to the two experiments at the time. In any case, there are no significant
differences in the manner in which the data will be distributed or used at the Tier-1
centers.

The rest of the data flow and organization is essentially identical for both ex-
periments: The raw and reconstructed data corresponding to the same data-taking
period and data set are placed in the same Tier-1 site to facilitate access to both
levels of detail. The AOD data are distributed to all the Tier-1 centers, which each
maintain a full copy. At this point, Tier-2 centers can obtain partial or full copies
of the AOD data, which will be the primary tool for physics analysis.

Beyond this, ATLAS has explicit plans for also creating the TAG format and
for distributing the associated summary data to all the Tier-1 and Tier-2 centers.
Presently, CMS does not plan to use such a format. The inevitably larger indexing
problem that CMS faces, in the absence of the TAG format, is addressed partially
by the splitting of the full data pool into a large number of primary data sets, thus
alleviating the indexing problem by a large factor (roughly the number of primary
data sets, although the latter are not of equal size).

A major role for the Tier-1 centers is the reprocessing of the data, when more
mature calibrations and software are available, typically once or twice every year.
By making Tier-1 centers responsible for the reprocessing, the experiments can
reprocess their data asynchronously and concurrently with data taking and the
associated prompt processing.

7.2. Software

On the software front, the LHC experiments encounter two major issues that are
either new or simply appear to a much greater extent than in the past: the distributed
nature of the development and the maintainability of the code over long time scales.
Both experiments have had to continue down the path established at LEP and at the
Tevatron: The code is developed with responsibilities distributed among multiple
individuals, institutions, countries, and time zones. Although for the large hardware
projects, a factorization of the overall construction into substantial units is possible,
software, with its much wider contributor base within the collaborations, has a
larger degree of fragmentation. This has necessitated the formation of intricate
project structures to monitor and steer the code development. The usual issues
that result from relying on multiple institutions and funding agencies have arisen
here as well (see Section 8). Another major issue has been the maintainability of
the systems. Because of the expected lifetime of the experiments and of the LHC
program, researchers deemed it necessary, from the beginning, that the software
systems be built using Object-Oriented methodologies. Both ATLAS and CMS, in
accord with the CERN central software groups, have chosen the C++ programming
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language as the major development tool. Legacy FORTRAN-77 code is at this
point nearly absent from the software repositories of both experiments. What little
remains is being replaced at a fast pace and only some FORTRAN-90 code in the
ATLAS muon reconstruction is expected to be used in the future.

At the heart of the software systems of the two experiments is the software
framework (Athena for ATLAS and CMSSW for CMS) that supports all the data-
processing tasks. All such tasks, including the simulation, reconstruction, analysis,
visualization, and even the HLT, run within the frameworks. They provide the basic
software environment in which code is developed and run, as well as all the basic
services (e.g., access to calibration and conditions data, input/output facilities,
persistency, etc.).

The Athena framework is an enhanced version of the Gaudi framework (36),
which was developed originally by the LHCb experiment (37) and is now a common
ATLAS-LHCb project. The CMSSW framework is a CMS development, which
was recently introduced to provide a uniform data-processing environment from
the reconstruction to the user-analysis level.

All the applications built on top of the framework use a component model, i.e.,
they have building blocks, which appear to the framework as standard plug-ins. The
main advantage of the component model is the factorization of any one solution
into a number of independent software codes, but also a significant flexibility to
adapt to changes in the future. The final major architectural and design principle
has been the separation of algorithms from the data and the acceptance of different
data representations in memory (transient) and file storage (persistent).

7.3. Analysis Model

As mentioned above, the ESD/RECO and AOD formats are the primary tools
for carrying out physics studies. Both formats are stored in POOL files and are
processed using the respective software framework of each experiment. The de-
creasing event size in the event model allows users to process a much larger number
of AOD events than ESD/RECO or RAW events. In addition, the AOD is likely to
be more accessible, with a full copy at each Tier-1 site and large samples at Tier-2
sites. Most analyses should therefore be carried out on AOD data.

In the ATLAS analysis model, work begins with a query against the TAG to
select a subset of events for processing using AOD or ESD. A typical analysis
issues a query against a very large TAG set, e.g., the latest reconstruction of all
data taken to date. For example, the query might be for events with two leptons,
missing transverse energy, and at least two jets, all above certain thresholds. The
result of this query with the AOD information for these events defines a data set.

In the CMS analysis model, the corresponding work begins with access to the
primary data sets that contain the events of interest. The large number of pri-
mary data sets (approximately 50) should enable fairly detailed selections without
requiring access to large numbers of events failing the selection criteria.

In both cases, the analysis will further event selection by refining various physics
quantities, e.g., the muon isolation or the missing transverse energy calculation.
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The details of how many processing and event selections will be carried out by the
collaborations’ individuals versus its organized physics groups (e.g., Higgs group)
have not been defined. Both modes of operation are expected to occur, i.e., there
will be data samples selected and perhaps processed further in an organized manner
by large groups of the collaboration, but also samples created by individuals. The
relative fraction of each will be driven mostly by the resources available at the
time.

The last element of the analysis model is a distributed analysis system that
allows for the remote submission of jobs. In general, the system will split, in an
automated way, an analysis job into a number of smaller jobs that run on subsets
of the input data. The results of the job may be merged to form an output data set.
ATLAS plans to make partial results from these jobs available to the user before
the complete set of jobs runs to completion. The corresponding plans in CMS are
under development. Finally, the distributed analysis system will ensure that all
jobs and resulting data sets are catalogued properly for future reference.

7.4. Current Status

Over the past few years, both experiments have been testing different components
of their computing model. These tests have taken the form of Data Challenges of
an ever increasing magnitude. These challenges have produced massive (tens of
millions of events) amounts of simulated data, in addition to distributing these data
to physicists running rudimentary analysis jobs. The scope of these challenges
has also evolved, and currently both experiments plan to hold more integrated
challenges with the goal of dedicated tasks, e.g., such as the demonstration of the
calibration chain.

Despite this progress, much remains to be done. The integration of the software
and computing systems at the level needed to form a running offline system is only
just beginning. Similarly, the interface to the online system will be tested in the
near future. The software and computing areas will clearly concentrate much of
the work in the two experiments over the short time remaining to the beginning of
data taking.

8. LESSONS LEARNED FROM THE CONSTRUCTION
EXPERIENCE

It is fair to say that this was the first time most of the physicists and engi-
neers involved in the ATLAS and CMS construction faced a challenge of this
scope and size. For the lessons learned from the construction of these detectors,
follow the Supplemental Material link from the Annual Reviews home page at
http://www.annualreviews.org. Only a few key issues are mentioned below. The
previous sections contain several explicit examples related to some of the specific
experiences from the construction of the detector components.
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TABLE 15 Main construction milestones for the ATLAS and CMS detectors

ATLAS CMS

Detector system TDR Actual TDR Actual

Pixels 06/03 03/07 03/05 12/07

Silicon microstrips (barrel) 12/02 07/05 03/04 10/06

Silicon microstrips (end caps) 12/02 06/06 03/04 10/06

Transition radiation tracker 03/04 12/05

Electromagnetic calorimeter (barrel) 06/03 07/04 12/03 03/07

Electromagnetic calorimeter (end caps) 01/04 09/05 06/04 03/08

Hadronic calorimeter 12/02 02/04 12/03 12/04

Muon chambers 12/04 12/05 12/03 06/06

Solenoid magnet 01/02 09/01 03/03 12/05

Barrel toroid magnet 06/02 06/05

End-cap toroid magnet 12/03 11/06

Shown are the milestone dates for the delivery of major components to CERN, as planned in the Technical

Design Reports (TDR), and the actual or future planned delivery of milestones.

8.1. Time Scales, Project Phases, and Schedule Delays

If there has been one lesson learned from the days in the early 1990s when ATLAS
and CMS came into being as detector concepts, it is certainly that the research
and development phase of projects this complex is impossible to plan with real
certainty about the time scales involved. Modern tools for project management are
of little help here because in general the vagaries of the initial phase do not obey
the simple laws of project schedules and charts.

The detailed construction planning can be consulted in the various Technical
Design Reports, most of which were submitted from 1996 to 1998 when seeking
approval for construction of the major detector components. These called for the
completion of this construction phase by mid-2001 to mid-2003. When a big
schedule and financial crisis shook the LHC project in fall 2001 (see below), it
was already clear that many detector components would not be on schedule by a
significant margin. The two-year delay resulting from this crisis was also needed
by the experiments, as can be seen from Table 15, which illustrates the major
construction milestones originally planned at the time of the Technical Design
Reports and when they were actually achieved or will be achieved.

8.2. Physicists and Engineers: How to Strike the Right Balance?

This is a very delicate issue because there exists no precise recipe to solve this
problem. The ATLAS and CMS experiments were born from the dreams of physi-
cists, but are based today on the calculations and design efforts from some of the
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best teams of engineers and designers in the world. One should not forget that,
originally (in 1987), even the physicists thought that only a muon spectrometer be-
hind an iron dump was guaranteed to survive the irradiation and that most tracking
technologies were doomed at the highest luminosities of the LHC (14).

8.3. International and Distributed: A Strength or a Weakness?

ATLAS and CMS are truly international and distributed collaborations, even if the
engineering and/or manufacturing of some of the major components of both exper-
iments have been entrusted to large laboratories situated across the world. Modern
technology (Web access to document servers, video-conferencing facilities, more
uniform standards such as the use of the metric system, drawings, specifications
and quality assurance methods, electronic reporting tools) has been instrumental
in improving the efficiency of the various strands of these collaborations, an ad-
mittedly weak point of such organizations. The strengths of this international and
distributed approach far outweigh, however, its deficiencies (several examples can
be found in the online supplement to this review).

8.4. A Well-Integrated and Strong Technical Coordination Team

It is clear that without such a well-integrated and strong technical coordination
team, the experiments would most likely be facing insurmountable construction
delays and integration problems today. The technical coordination team must,
in a sense, be perceived by all the physicists in the community as the strong
backbone of the experiment. This is indeed the case today, when the team has to
smoothly execute a complex suite of integration and installation operations for
detector components arriving from all over the world. But this was less the case
10 years ago, when the physicists and engineers in this team were sometimes
perceived as a nuisance disrupting the delicate balance of the collaboration and
were criticized in different ways. It is in the current phase of assembly, installation,
and commissioning of the ATLAS and CMS detectors that the enormous efforts
and contribution from the technical coordination teams are most visible: They have
had to organize the vast teams of subcontractors and specialized personnel from
the collaborating institutes, and they have to deal with the daily burden of making
sure all the tasks are executed as smoothly as possible, with safety a paramount
requirement.

8.5. Conclusion

The formidable challenge related to the design and construction of the ATLAS
and CMS experiments is about to reach a successful conclusion over the coming
year. The next challenge is as daunting and even more exciting for physicists who
will participate in the exploitation phase: to understand the performance of these
unprecedented detectors as precisely as possible and extract the rich harvest of
physics, which will undoubtedly appear once the LHC machine operates at its
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design luminosity. How ordinary or extraordinary this harvest will be, only nature
knows.
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Figure 1 Integrated luminosity required per experiment as a function of the mass of

the Standard Model Higgs boson for a 5� discovery or for exclusion at the 95% C.L.,

combining the capabilities of ATLAS and CMS. 
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Figure 2 Discovery potential

for supersymmetry expressed as

lines that correspond to integrat-

ed luminosities needed for a 5�

discovery, ranging from 1–300

fb�1. A mSUGRA model with a

stable Lightest Supersymmetric

Particle is assumed, and the

reach is plotted in the (m0, m1/2)

parameter plane. Also shown are

lines representing constant

squark or gluino masses. The

discovery potential depends

only weakly on the values

assumed for tan �, A0, and the

sign of �. The example shown is

from the CMS experiment.
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Figure 3 (Top) The ATLAS barrel toroid superconducting magnet with its eight 

25-m long coils, and the ATLAS barrel calorimeter with its liquid argon (LAr) elec-

tromagnetic calorimeter and its scintillating tile hadronic calorimeter, as installed in

the experimental cavern. (Bottom) The first end-cap LAr cryostat, including the elec-

tromagnetic, hadronic, and forward calorimeters, as it is lowered into its docking

position on one side of the ATLAS pit.
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Figure 4 (Top) Picture of the CMS superconducting solenoid, as integrated with the

barrel muon system (outside) and with the barrel hadron calorimetry (inside).

(Bottom) Picture of the CMS Resistive Plate Chambers, as installed on the back side

of one of the wheels of the end-cap yoke.
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Figure 5 Overall layout of the ATLAS detector.

Figure 6 Overall layout of the CMS detector.
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Figure 7 The display in the transverse plane of a simulated high- pT H → ZZ* 

→ e�e� ���� decay (mH � 130 GeV) in the ATLAS barrel Inner Detector and

calorimeters at a luminosity of 5 � 1033 cm�2 s�1. The four leptons and the recoil-

ing hadronic jet are visible. Hits in the Inner Detector are shown over the pseudora-

pidity range �	� 
 0.7 for both the precision tracker (three pixel layers and four 

silicon microstrip layers) and for the two half-barrels of the transition radiation track-

er (an average of 36 straws hit per track). High-threshold transition radiation hits in

the latter detector are drawn as red points. Reconstructed tracks with pT � 1 GeV and

�	� 
 0.7 are shown (yellow). The reconstructed tracks are shown in red for the elec-

trons in the precision tracker and in blue for the muons in the precision tracker and

calorimeters. Red and brown histograms, with an arbitrary scale beyond the inner

radius of the active electromagnetic calorimeter, show the energy depositions in the

barrel liquid argon electromagnetic calorimeter (light green) and in the Hadronic Tile

Calorimeter (dark green), respectively, summed over the range �	� 
 0.7.
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Figure 8 Distribution of amount of material in the volume of the ATLAS (left) and

CMS (right) trackers, expressed as fractional radiation length X/X0 versus pseudora-

pidity 	. These plots do not include additional material just in front of the electro-

magnetic calorimeters, which is quite large in ATLAS (LAr cryostat and, for the 

barrel, solenoid coil) and much less in CMS (front part of crystal mechanics). For

illustrative purposes, the ATLAS material has been split into its radial components

from inside (beam pipe) out [Transition Radiation Tracker (TRT) and services outside

the active detector volume], whereas the CMS material has been split into its various

functional components.
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Figure 12 Exploded three-dimensional view of the overall layout of ATLAS

calorimetry. The various calorimeter components are clearly visible, from the liquid

argon (LAr) barrel and end-cap electromagnetic (EM) calorimeters to the scintillating

tile barrel and extended barrel hadronic calorimeters and to the LAr end-cap and for-

ward hadronic calorimeters.

Figure 13 Longitudinal view of one quadrant of the CMS detector. The various

calorimeter components are clearly visible, from the barrel to end-cap electromag-

netic (EM) crystal calorimetry (EB and EE) to the barrel and end-cap hadronic

calorimetry (HB and HE), all of which are located inside the solenoid coil. Also

shown are the tail catcher behind the coil (HO) and the forward calorimeter (HF),

located approximately 11 m from the interaction point.
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Figure 17 Energy resolution obtained for a production supermodule of the CMS

electromagnetic barrel calorimeter (ECAL). (Left) The percent accuracy of the ener-

gy measurement normalized to the incident beam momentum is shown as a function

of electron energy for beam impacts in the center of 18 different crystals, where the

energy is summed over a matrix of 3 � 3 crystals. (Right) The measured energy spec-

tra, before and after correction, for an electron beam energy of 120 GeV uniformly

impacting the whole area of a given crystal.

Figure 16 Linearity of response (left) and energy resolution (right) obtained for a

production module of the ATLAS barrel electromagnetic calorimeter as a function of

the incident electron beam energy.
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Figure 18 For ATLAS (left) and CMS (right), expected relative precision on the

energy measurement of photons as a function of their energy. Also shown is a fit to

the stochastic, noise, and local constant terms of the calorimeter resolution.

Figure 19 For ATLAS (left) and CMS (right), expected relative precision on the

energy measurement of electrons. The resolution at high energy (collected in a 3 �

7 cell matrix) is shown for the ATLAS barrel electromagnetic calorimeter, separately

at 	 � 0.3 and 	 � 1.1, together with fits to the stochastic and local constant terms

of the calorimeter resolution. For CMS, the combined effective resolution at low ener-

gy, taken as the r.m.s. spread of the reconstructed energy, collected in a 5 � 5 cell

matrix, and normalized to the true energy, is shown over the acceptance of the barrel

crystal calorimeter, together with the individual contributions from the tracker and the 

electromagnetic calorimeter (ECAL). 
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Figure 22 Layout of the ATLAS muon system, displaying the regions in which the

different muon chamber technologies are used. Thin Gap Chamber, TGC; Resistive

Plate Chamber, RPC; Cathode Strip Chamber, CSC. 

Figure 23 Layout of one-quarter of the CMS muon system for initial low-lumi-

nosity running. The Resistive Plate Chamber (RPC) system is limited to �	� 
 1.6 in

the end cap, and for the Cathode Strip Chamber (CSC) system only the inner ring of

the ME4 chambers has been deployed. MB, Muon Barrel; ME, Muon End Cap, DT,

Drift Tube.
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Figure 24 Expected performance of the ATLAS muon measurement. Contributions to the

momentum resolution in the muon spectrometer averaged over �	� 
 1.5 (left) and 1.5 


�	� 
 2.7 (center). (Right) Muon momentum resolution expected from muon spectrometer,

Inner Detector, and their combination together as a function of muon transverse 

momentum.
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Figure 25 Expected performance of the CMS muon measurement. The muon momentum

resolution is plotted versus momentum using the muon system only, the inner tracker only,

or their combination (full system). (Left) Barrel, with �	� 
 0.2. (Right) End cap, with 

1.8 
 �	� 
 2.0.
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Figure 26 Data flow in the ATLAS (right) and CMS (left) Trigger and Data

Acquisition systems. HLT, High-Level Trigger. 
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Figure 28 Schematic of the CMS Data Acquisition system.

Figure 29 Schematic flow of event data in the CMS Computing Model, illustrating the

Tier-0, Tier-1, and Tier-2 connections. Tier-3 centers—typically small analysis clusters—

are not included. The numbers listed (e.g., number of Tier-1 centers) are for illustration.

High-Level Trigger, HLT; Raw data, RAW; reconstructed data, RECO; Analysis Object

Data, AOD; CERN Analysis Facility, CAF. 
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